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Abstract
Computer architectures inspired by biological neural networks are currently an area of
growing interest, due to immense utility of these systems which is shown by their nearubiquity within animals. An essential aspect of these systems is their ability to compute
through the exchange of temporal events called ‘spikes.’ However, many aspects of
biological computation remain unknown. To improve our ability to measure neural
systems, we create an efficient implementation and statistical testing method to calculate
an information-theory based metric, transfer entropy, on signals recorded from cultures of
neurons. Taking inspiration from established knowledge regarding biological neurons, we
investigate the impact which stochastic behavior has on the robustness of spiking
networks when their synaptic weights are inaccurate. We find that a level of stochasticity
can help improve this robustness. Lastly, we investigate methods of creating programs for
spike-based computation through evolutionary optimization methods, and identify
opportunities and challenges in this area.
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Contributions
Since the introduction of general computing, the continual reduction of size and power
requirements for integrated circuits allowed computing to advance greatly while using the
same general architectures. However, it is clear that this scaling process is gradually
slowing, and alternate computer architectures are required to make tasks which remain
challenging computationally tractable. One clear demonstration of a powerful, nontraditional computer architecture is biological computation, carried out via networks of
neurons and synapses. While a basic understanding of how these components operate has
been well-established, the larger issue of how they assemble, self-regulate, and represent
information to carry out meaningful, complex calculations remains an area of intense
research.
To enable improved quantification of how information is transmitted between regions of
a biological neural network, we create an efficient implementation of the transfer entropy
(TE) metric. This metric inspects the dynamical relationship between two systems, and
estimates whether information from one assists in improving predictions of the other’s
future state. Additionally, we provide a novel method for statistically testing the
significance of a TE value via a Markov-chain Monte Carlo (MCMC) method. We apply
this method to microelectrode array recordings of a culture of neural tissue, and show that
it can be used to measure connectivity and information transfer across the culture through
its development over time.
Investigations of how biological systems carry out computation can also be carried out
via simulation (in-silico). Neuromorphic engineering aims to emulate the capabilities of
biological computation within an artificial platform. Here, we define a neuromorphic

xi

architecture as one which uses event-based (‘spiking’) computation implemented via
artificial neurons and synapses. Some platforms have been created with the goal of
assisting in investigations of biologically-realistic networks, and others aim to only
provide a platform for event-based computing.
However, one common challenge for neuromorphic computing is the difficulty of
emulating a synapse. Synapses are by far the most common element of the biological
brain, and compact, efficient artificial representations are necessary to create a
neuromorphic system which has even a fraction of the connectivity observed in biological
networks. Synaptic devices refer to a class of elements which address this problem by
creating a compact, analog representation of a synapse. However, the analog nature of
these devices leads to a trade-off that precision and/or accuracy are reduced compared to
digital implementations. However, we show that artificial spiking networks can be made
tolerant to a certain amount of inaccuracy by allowing them to exhibit stochastic
behavior. Using experimental data from a resistive random-access memory (ReRAM)
element, we show that a stochastic network can tolerate the amount of inaccuracy
expected when its synapses are implemented via ReRAM.
Another challenge of neuromorphic engineering is the creation of programs for these
platforms which can carry out tasks relevant to an average end-user. The architecture and
programming paradigms are both vastly different than traditional (von-Neumann)
computers. Programs often take the form of graphs which describe how neurons are
connected via synapses with different weights (and other properties). Determining this
graph is the overall problem which must be solved to program the neuromorphic
platform.
xii

Evolutionary optimization (EO) is a powerful optimization framework which has
previously been applied to discover graphs of spiking networks that can solve a variety of
problems (e.g. pole-balancing, game playing, data classification). However, EO is an
expensive method which has several known pitfalls. We investigate the use of alternate
optimization methods (natural evolution strategies) to carry out limited portions of the
optimization, and find that it can accelerate certain stages of the process. We integrate
natural evolution and additional schemes (speciation and fitness sharing) to attempt to
overcome some known EO issues, but find that the speciation metric is likely ineffective
when it only inspects genetic (and not phenotypic) information. Additionally, we
introduce a method which can be used to gain insight into the populational dynamics of
an evolutionary optimizer and assist in diagnosing issues.
By addressing these varied aspects of spike-based computation, we contribute new
knowledge and tools towards investigating, implementing, and programming current and
future spiking networks.

xiii

Chapter 1: Introduction:
Why Neuromorphic?
The evolution of semiconductor and computing technologies between the 1950s and
2000s is one of remarkable and continual progress, the results of which revolutionized
how information is processed, stored, and dispersed across the world. This was mainly
accomplished by the ability to scale the elements of circuits to smaller and smaller sizes,
increasing the number of possible components, while decreasing their power
consumption and material cost per device1.
During this time, personal computers generally relied on a single central processor
(CPU). Over time, this central processor was simply made faster, with clock speeds
jumping orders of magnitude, from megahertz to gigahertz. As a result, the exact same
algorithm running on hardware a few years newer would, without any modifications,
significantly outperform the older system. This golden era is referred to as the period of
'Dennard scaling,' in which shrinking down circuits made them both faster and more
efficient 2,3.

1

Figure 1: Historical trends in microprocessor scaling. The end of Dennard scaling in the
mid-2000s can be observed, as frequency levels off and the number of logical cores begins
to increase. Data & image by Karl Rupp (CC International Public License) 4

However, by the mid-2000s, it was becoming clear that Dennard scaling was coming to
an end. Due to physical limitations of the transistor (such as how much voltage it takes to
turn on and off (subthreshold swing), how much current leaks through it while off, and
more) the same gains were no longer made by shrinking the transistor down. Since then,
transistors have continued to shrink, but processor clock speeds have remained essentially
constant, from 2-5 GHz. Instead, engineers attempted to give users more performance by
adding multiple cores to a processor. While useful in certain situations, multi-core
processors can be challenging to create programs for, and do not give the same universal
performance gains as an increase in clock speed. As a result, the end of Dennard scaling
indicated that despite historical trends, future increases in computing capability could not
simply increase boundlessly.
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Since the mid-2000s, processors have continued to evolve by adding more cores and
increasing efficiency. But even the limits of this approach are currently becoming visible;
while it is true that, as stated by Richard Feynman, there's “plenty of room at the bottom,”
the current question being faced is whether building there is economically viable. While
building smaller allows more circuits to exist less space, the tools needed to accomplish
this task become more complex and precise. As the price per transistor scaled
exponentially downward, the cost of facilities and tools to build them scaled
exponentially upward. For instance, the process of developing new production methods
such as extreme-ultraviolet lithography has become a major consideration in the
production of next-generation circuits 5.
Perhaps due to this, in 2018 GlobalFoundries (one of the largest semiconductor
manufacturers in the world) made an announcement that it was completely ceasing
development of its 7 nm node and focusing on its existing 10 nm technologies 6. This left
only three semiconductor behemoths which are still attempting to create smaller circuits
on an industrial scale: Intel, Samsung, and the Taiwan Semiconductor Manufacturing
Company (TSMC). At some point, even the ability of these giants to balance the cost,
profits, and risk of building smaller may reach a standstill, and scaling may reach an end.
With barriers to advancing conventional computing clearly becoming visible, one must
begin to consider alternative approaches if future computers are still to become more
capable and efficient.
Currently, there are several major approaches which attempt to address this challenge,
and it is likely that all of them have sufficient potential to carve out a niche in the future
of computing technologies. Heterogeneous integration is a broad term, which generally
3

implies that future circuits will go beyond silicon and its alloys, and integrate devices
based on many novel materials and effects 7. Another approach is quantum computing,
which leverages physical phenomena such as superposition to crack open certain classes
of previously-intractable problems 8. Yet another approach is integrated photonics, which
augments circuits with light-based computation, using the speed and behavior of photons
to compute in an entirely different realm 9–11.
However, an intuitive source of inspiration for the next frontier of computing technology
exists when one considers the realm of biology: the brain. While one can imagine what
quantum or optical computers could achieve, the proof of what a computer that mimics
the brain could achieve is clearly visible.
Artificial computing architectures which mimic the brain are generally referred to as
‘neuromorphic,’ and include a diverse array of systems 12. All artificial neural networks
are arguably neuromorphic systems, but often neuromorphic is intended to imply that an
architecture carries out its computations in a fully spiking manner (the distinction
between spiking and non-spiking artificial neural networks is clarified in the next
section).
But while it is one thing to realize the potential of what is possible by observing what
exists in the world around us, it quite different to be able to understand, much less
engineer and re-create, these phenomena. Many fields of study have encountered this
frustration, from aviation to nuclear fusion, and neuromorphic engineering is no
exception.

4

In this work, we endeavor to explain neuromorphic computing as it currently exists, the
challenges which it faces, and the work which we have carried out to better understand,
design, and optimize neuromorphic circuits.

Inferring Structure from Neuronal Circuits
It is clear that in order to create a meaningful neuromorphic system, one must first
understand basic principles of how real neuronal circuits operate (to make explicit the
distinction between artificial and biological neural networks, the convention is taken
hereafter that neuronal networks refer specifically to biological networks).
Advances in nanofabrication, genetic engineering, and physics have given rise to a
multitude of ways in which neuronal systems can be observed while operating. These
include methods such as 2-photon calcium imaging 13,14, functional magnetic resonance
imaging (fMRI) 15,16, and patch-clamp recording 17. However, the method which we focus
on in this section of the work is the multi-electrode array (MEA) recording. MEAs, as the
name suggests, contain a multitude of miniscule electrodes which exist on the order of
the size of a neuron – tens of microns and below 18,19. The voltage on an electrode is
influenced by the area surrounding it, and if a culture of neurons is grown on top of the
array, an electrode is able to sense the voltage transients emanating from the electrical
activity of nearby neurons. These constant-time voltage signals are then filtered to only
detect the spiking activity of neurons – the all-or-nothing action potential which is the
basis of information exchange within these systems 20,21.
The recording obtained from an MEA experiment is a list of spikes which occurred at a
given time and location on the array (corresponding to the detecting electrode). Such a
recording is normally referred to as a ‘spike train’ 22.
5

One remarkable feature of neuronal networks is their ability to self-organize and process
information, even when arranged in a flat, two-dimensional manner such as on an MEA.
Experiments have shown the use of such cultures for tasks such as controlling a simple
robot 23. If we can glean from these MEA experiments overarching principles about how
these neurons arrange and regulate themselves to process information, we can apply this
knowledge to our design of artificial systems.
Deducing the organization of neurons, however, from the spike train recordings available
to us is an extremely challenging proposition in itself. If one imagines each neuron in an
MEA as a cricket chirping in a field, we must be able to deduce from a series of
recordings whether a cricket is making noise for itself, or chirping back and forth with
another insect nearby.
As challenging as this problem is, it is not restricted to the field of neurology alone; more
generally, we can formulate it as a problem which is statistical or information-theoretical
in nature. Algorithms which attempt to address this problem include cross-correlation,
mutual information, joint entropy, and transfer entropy.
Transfer entropy (TE) is one particularly intriguing metric; it attempts to determine the
amount of information which is transferred from one random process to another. It has
proven popular in neuroscience to establish how neurons can affect one another, and has
been estimated to be more accurate at this task than the other aforementioned methods
24,25

.

But while TE is potentially a powerful tool to analyze connectivity within neuronal
networks, it has several challenges which must be addressed before it can gain
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widespread usage. One challenge is in creating an efficient, multi-platform
implementation of TE appropriate for spike trains. Another challenge lies in statistical
analysis of TE results to determine what value represents a significant exchange of
information for a given experiment.
Both these issues are addressed in a novel implementation of the algorithm, ‘resampling
transfer entropy’ (R-TE). R-TE is programmed in a way to take advantage of multiple
types of sparsity within spike-train data to increase efficiency, is implemented on a fully
free and open-source, multi-platform software base, and provides a novel and powerful
method of testing the statistical significance of its results.
R-TE is then applied to a well-known set of spike train recordings. The results are further
analyzed, and indicate that our novel testing method is required to obtain meaningful
results from spike-train data. Additionally, trends within the results correspond to other
features within the data obtained by other, independent analyses, and evidence for the
formation of ‘processing centers’ within the cultures is found.

Stochasticity and Robustness in Neural Networks
While some principles of the organization and regulation of neuronal networks are not
well known, other features and principles have been well-established. One such principle
is the fundamental stochasticity – or randomness – of neuronal networks. Specifically, the
strength of synaptic connections is quite variable 26,27. However, despite this, these
networks can still carry out their tasks reliably, and recent analyses have begun to explore
the concept that randomness is a fundamentally critical aspect of operation within the
brain 28,29.

7

This principle may aid us in constructing artificial, neuromorphic systems. Due to the
huge number of synapses incident on each neuron in the brain (estimated to be thousands,
on average 30), any artificial representation of a synapse should be as small and efficient
as possible. If we can loosen the restriction that it must also be very precise as well, this
can greatly aid in the construction of a neuromorphic system.
Memristors are an emerging memory device which have received a great amount of
attention as a potential imitation of a synapse – a ‘synaptic device 31.’ However,
memristors are subject to a great deal of variability in their operation 32. If we wish to
successfully apply them into neuromorphic architecture, it would be of great benefit to
understand how to design a biologically-inspired network to overcome their variability.
Using a very simple mathematical representation of a neuron, the impact that changes in
synaptic weights of a neuron have on its behavior is explored. Then, introducing what are
traditionally thought of as ‘non-idealities,’ it is shown that the introduction of noise into
the neuron itself can actually help counteract variability which exists on the synapses.
This proposition is then experimentally demonstrated by perturbing the weights on
artificial spiking networks with different amounts of neuronal noise.
While introducing neuronal noise gains us an advantage in reducing the precision
required for a synapse, it fundamentally shifts the operating mode of an artificial spiking
network from one which is deterministic to one which is not. This creates both challenges
and potential opportunities in how artificial networks are designed and optimized, and
this is addressed in the next section.

8

Methods in Optimizing Artificial Spiking Networks
One of the greatest open challenges in creating a successful neuromorphic architecture
lies not only in creating the hardware, but also in understanding how to effectively
program it to do useful tasks. Some approaches attempt to adapt existing deep-learning
architectures and methods to neuromorphic hardware 33–36, but a novel, ground-up
approach for designing and optimizing spiking neural networks may ultimately provide
more utility and diverse results.
Evolutionary optimization (EO) is a well-established field which can display an
impressive variety of creative and unexpected results on difficult problems 37. Using an
existing EO framework created to optimize artificial spiking networks, we propose and
investigate modifications to this optimizer to potentially increase its efficiency.
As the name suggests, EO is a class of algorithms which take inspiration from the
phenomenon of evolution. Specifically, EO maintains a population of potential solutions
to a problem. Initially, this population is initialized with a series of randomly-chosen
solutions. The adeptness of these solutions at their given task is then evaluated to
determine each one’s ‘fitness.’ Then, based on fitness, solutions are combined and
mutated into new solutions, usually with the prevalence of a certain solution’s
components appearing in the next generation increasing in correspondence with its
fitness. The fitness of the next generation is then computed, and the process repeats until
a sufficiently-fit solution is found, or a limit of the evolution (normally number of
generations, or ‘epochs’) is reached 38,39.
One problem often encountered in EO is that the population converges prematurely to
solutions which provide some ability to solve the given problem, but fail to evolve into a
9

more complex or sufficiently advanced solution – i.e., they become trapped in local
minima of the fitness function 40. To counter this, some EO algorithms incorporate a
notion of ‘speciation.’ Speciation attempts to partition the population into a series of
disjoint sets, each of which contains a collection of similar solutions. The size of each
species can be restricted, with the goal of preventing the entire population from
prematurely converging into local minima 41.
First, we adapt a speciation methodology into our system, the Evolutionary Optimization
of Neuromorphic Systems (EONS) framework 42. The incorporated speciation method is
inspired by the methods used in the Neuro-Evolution of Augmenting Topologies (NEAT)
41

, but makes several significant changes to allow for integration into EONS.

While speciation can provide benefits for preventing premature convergence, one issue in
applying it lies in setting the threshold for what difference must exist between solutions
for them to fall into different species. This parameter has a large impact on the
performance of the EO, but there is no general consensus on how it should be set.
To address this, a methodology using concepts from computational topology is developed
to help determine the optimal speciation parameter 43. In this method, the potential
arrangement of the population into different species at each epoch is inspected, and can
be analyzed to give a metric which indicates the diversity of the entire population as it
evolves through time. This information can be used to assist in selecting an appropriate
speciation threshold.
Using our speciation methodology, the population of candidate solutions is partitioned
into a series of sets containing networks that have similar graphs (where a graph is the
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mathematical structure defining the network’s layout). We find that it is possible that
even when a graph that is capable of solving a given problem evolves into the population,
the evolutionary process can continue for a long time as the weights of this network are
gradually explored.
One explanation for this is that the evolution of a graph’s structure is a fundamentally
discrete problem; neurons and synapses must be added one at a time, and as a result it is
difficult to define features such as gradients to assist in selecting a good next step.
However, when attempting to make a single graph with pre-defined structure better at a
certain task, the domain of the task is reduced to exploring the set of possible properties
attached to the graph’s components (e.g. neural thresholds and synaptic weights). These
properties exist in a continuous space, and as such, one can potentially define features
such as gradient to help make more informed decisions about how changes should be
made to improve a solution.
To reflect the existence of these two domains within the optimization problem, we adopt
a secondary evolution method, covariance matrix adaptation evolution strategies (CMAES 44) to optimize only the weights on a single species’ representative graph. CMA-ES is
a general-purpose black-box optimizer for problems on a continuous domain, and we find
when given a graph which is known to be capable of solving a given problem, CMA-ES
can find its correct weights faster than bare EO. As a result, CMA-ES is adopted within
the more general framework to co-evolve weights of candidate graphs generated by the
higher-level EO.
Through the integration of these modifications – speciation and co-evolution - into the
framework, we name this branch of it the ‘Chimaera’ optimizer. The Chimaera optimizer
11

is then used to evolve spiking networks for several applications. However, it did not
demonstrate significant performance gains when compared to the original EONS method.
We believe that this may be due in part due to the speciation method used, which only
inspects genetic (structure) information, and not the phenotypic (i.e. demonstrated
abilities) information.
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Organization of this Dissertation

Chapter 2 – Background
This chapter provides a general background information on biological neural networks,
artificial neural networks, and neuromorphic systems which is necessary to understand
much of the work.
Chapter 3 – Inferring Structure from Neuronal Circuits
This chapter describes the transfer entropy algorithm, and how it is modified to provide a
powerful statistical test for significance of transfer entropy values. The full algorithm is
applied to deduce functional connectivity from a set of spike trains.
Chapter 4 – Stochasticity and Robustness in Spiking Networks
This chapter provides an overview of synaptic devices and how synaptic variability can
affect spiking network performance. Furthermore, the effect which various non-idealities
have on the tolerance of a spiking neural network to variability in its synapses is
explored. It is found that stochastic behavior within the neuronal element itself can help
counteract variability on its synapses.
Chapter 5 – Methods in Optimizing Artificial Spiking Networks
This chapter investigates several modifications of a standard evolutionary optimization
(EO) framework to increase its overall efficiency at creating spiking networks to solve an
arbitrary task. These modifications include speciation and integrating a co-evolutionary
method to optimize networks with a fixed structure. Additionally, a novel technique to
measure the diversity of the EO’s candidate solution pool as it progresses is introduced.
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Chapter 6 – Conclusion & Acknowledgments
We summarize the contributions provided in this work: providing tools for better
understanding biological neural networks, designing future neuromorphic elements, and
optimizing programs for neuromorphic systems. These address several key issues facing
the future of neuromorphic systems.
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Chapter 2: Background
The Biological
In order to create a neuromorphic system which can emulate the capabilities of the brain
with artificial hardware, it is clear that first we must have an understanding how the brain
(and more generally, nervous systems) operate and process information.

Figure 2: Illustration of a single Golgi-stained Purkinje cell, created by Ramon y Cajal
(public domain) 45. Neurons can have complex morphologies, allowing them to connect
them to thousands of other neurons. (a-d) indicate features noted by Cajal in his original
work which are not discussed here.
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Neurons: The Building Block of the Brain
The neuron is a specialized type of cell that has long been recognized as the fundamental
building block of the brain (Figure 2) 46. Neurons display unique electrical excitability
characteristics, which allows them to process and exchange signals on a vast scale and a
relatively quick rate. To understand how this is done, a closer look at how a biological
neuron operates is necessary.
Normally, neurons maintain an electric potential across the bilipid layer which separates
their interior volume from the outside. This potential is referred to as the resting
potential, and it is maintained by ions from outside the cell being actively transported
into it by ion pumps. However, other structures known as ion channels also exist in the
membrane. These channels can be either open or closed, with this change being induced
by the local electric field (voltage-gated) or by binding with a specific chemical (ligandgated). When open, ion channels selectively allow certain ions (most commonly Na+, K+,
or Ca2+) to passively diffuse through the neuron’s cellular membrane (Figure 3).

Figure 3: Illustration of the membrane of a neuron, highlighting the ion pumps and
channels which allow it to dynamically react to electric potentials.
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Through the interplay of ion pumps and channels, the membrane potential of a neuron
can go through dramatic changes when the cell is electrically stimulated. If an electrode
is used to disturb the potential above a certain threshold, voltage-gated Na+ channels in
the cell’s wall open, allowing these ions outside of the cell to diffuse into its interior. This
causes a very quick increase in the cell’s local potential. However, the Na+ channels are
only active under certain conditions, and close as the potential continues to rise. In
contrast, the K+ channels begin to open at these higher voltages, and K+ ions concentrated
in the cell begin to diffuse outwards, returning the cell’s potential to slightly below its
resting value. This quick rise and fall in voltage creates the eponymous voltage spike
which is the basis of electrical communication between neurons (Figure 4) 47.

Figure 4: Illustration of a neuron's cellular potential as it fires, showing the 'spike' the
action potential generates.
Spikes are naturally created in neurons through a variety of means. Often, a spike begins
when neurotransmitters emitted by synapses of other neurons bind to receiving sites on a
branch of the neuron known as the dendrite. The changes in potential across the dendrites
sum in the neuron’s main body, and if they exceed a threshold, can cause the neuron to
generate an action potential.
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Figure 5: Illustration of the structure of a generic neuron, with different regions and the
flow of information labeled. Adapted from image by Quasar Jarosz (CC BY-SA) 48.
When an action potential arises in a neuron, it quickly propagates both back towards the
dendrites where messages are received, and down the long, thin axon towards other
neurons which it communicates to (Figure 5). After an action potential arises, the neuron
enters a short refractory period: a time in which it cannot generate another action
potential. This creates an important limit on the maximum rate at which it can fire.
However, if an action potential is not created, excess change in the neuron gradually
fades away, and the neuron restores its resting potential without creating a spike. This
rate at which an excitement fades is often referred to as a leakage current.
Synapses: How Neurons Connect
While a single neuron can provide some utility, the advanced computational abilities of
neurons only emerge when they can interact with one another. As previously mentioned,
the dendrites of a neuron contain sites where messages can be received by the neuron.
Axon terminals from other neurons approach spines on these dendrites incredibly closely,
with the synaptic cleft formed between the two spanning approximately 20 nm 47. If it
fires, the pre-synaptic (or ‘sending’) side of the synapse releases particular chemicals
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termed neurotransmitters, which can diffuse across the synaptic cleft and bind to
receptors on the post-synaptic (‘receiving’) neuron. Two of the most common
neurotransmitters are glutamate and γ-aminobutyric acid (GABA), and specialized
ligand-gated ion channels which bind to them exist in prevalence on dendrites. As a
result, the presence of neurotransmitters can influence the concentration of ions within
the neuron (Figure 6).
Excitatory neurotransmitters like glutamate can depolarize the neuron (making it likelier
to fire), and inhibitory neurotransmitters such as GABA hyperpolarize the membrane
(making it less likely to fire). The type of neurotransmitter, amount of it released by the
pre-synaptic neuron, number of ion channels on a post-synaptic dendritic spine, and even
the diffusive process of neurotransmitter transport all combine to create a synapse’s
effective weight 47. The sign and magnitude of a weight summarizes the meaning and
significance a post-synaptic neuron assigns to a pre-synaptic neuron’s firing. This weight
is stored within a remarkably small area, and as a result, each neuron can have thousands
of synapses, allowing it to communicate and process on a massively parallel scale49.
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Figure 6: Illustration of synaptic transmission. A firing pre-synaptic neuron (blue) releases
neurotransmitters, which diffuse across the synaptic cleft and can bind to ligand-gated ion
channels on the post-synaptic neuron (green). The number of bound ligand-gated channels
then influences the potential within the post-synaptic neuron.
However, synaptic weights are far from static values; many of the learning abilities of the
brain are thought to stem from the remarkable plasticity of synapses. A synapse’s weight
can be changed through many factors, including the construction or destruction of ion
channels and change in dendrite morphology 50–52. A long-term goal in neuroscience is to
determine the underlying mechanisms which regulate how this process occurs, so we
might better understand how these abilities arise and how diseases can affect them.
One of the most well-established and studied theories behind the regulation of synaptic
weights is spike-timing dependent plasticity (STDP) 53,54. In STDP, the weights of
synapses which were active in a short period of time before a neuron are increased, and
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the weights of synapses which were active in a period shortly after a neuron fires are
decreased (Figure 7). In this way, messages that are frequently received by a neuron
directly prior to its firing become prioritized, and other, less-relevant messages are
disregarded. This principle has been experimentally observed in isolated biological
neurons 53, used as a source of inspiration for unsupervised learning techniques in
machine learning 35,55, and been implemented in a multitude of different neuromorphic
architectures 56.

Figure 7: Illustration of a stereotypical STDP weight-change curve. STDP predicts that a
pre-synaptic neuron which spikes just before the post-synaptic neuron it communicates
with will gain a synaptic weight. In contrast, a pre-synaptic neuron which fires after the
post-synaptic neighbor will eventually be ignored.
However, the extent of STDP’s role within the brain remains a hotly debated topic, and it
is just one of several different proposed theories behind learning. Other principles of
synaptic behavior are also emerging, most prominently the manner in which dendrites
perform their own computations to non-linearly sum incoming signals 49. These, and
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other topics, are major areas of investigation which are likely to strongly influence future
neuromorphic computing as they develop 57–60.
The Roles and Behaviors of Neuronal Networks
Having established the building blocks of neuronal networks, we can begin to investigate
how they work together to perform more advanced functions. For instance, reflexes are
examples of simple neuronal circuits that exist in the peripheral nervous system.
Specialized neurons in the skin can be activated by heat and send messages further down
a limb to the spine or brain. If sufficient messages are received by an integrating neuron,
it will send out its own spikes to muscles which reflexively retract a limb from the danger
47

.

Although the processing carried out in this example is extremely simple, the ability to
process and react (even on an extremely basic level) is a huge utility to any creature
attempting to survive in a changing and potentially hostile environment. As a result,
almost every known animal on Earth contains neurons, and the sheer universality of these
cells demonstrates their utility 61.
More complex behaviors and representations of information in the brain have been
uncovered, and this has begun to shed light on the sheer variety of ways in which neurons
can collectively express and process information. One of these discoveries was the
existence of ‘grid cells,’ neurons in the entorhinal cortex which show the remarkable
behavior of becoming more active when an animal’s location was located close to a point
on a regular grid defined inside the space which it was navigating. This discovery began
to provide a more solid understanding of how neurons can represent and track position
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within a space 62,63, and has led to new abilities within artificial systems navigating
simulated spaces 64.
One key feature of neurons and synapses is that they are fundamentally nondeterministic. This is a result of many features of neurons’ operation: synapses release
variable amounts of neurotransmitters, which randomly diffuse across the synaptic cleft.
Neurons’ membranes contain a finite number of ion channels, which are discretely (and
sometimes semi-randomly) activated, which can lead to significant variability in the
neuron’s spike timing. These and other features contribute towards a growing picture of
the neuron as a stochastic computation
element 65,66.
Work inspired by this view has shown that through collective activity of stochastic
neurons, a network can produce collective activity which represents samples from a
distribution 28,67. This more general ability provides a basis to discern how neural
networks can carry out powerful statistical inferences which we take for granted, such as
recognizing which pairs of shapes ‘go together’ in a classic experiment 29.
But while advances are being made in understanding how separate pieces of the brain
represent and process information, the remarkable way in which these systems integrate
to form a whole remains out of our current understanding. In other words, while we can
begin to understand how these individual components (tracking place, recognizing visual
information) operate, the knowledge of how they communicate and influence one another
to allow what we see to influence our sense of place, remains a question to be answered.
Fully mapping the connections between and precisely simulating even a small section of
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a human or mammalian brain is an enormous undertaking, which remains at the forefront
of current science 68–71.
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The Artificial
The goal of neuromorphic engineering considered in this work focuses on implementing
artificial neural circuits on a moderate scale, with tens to hundreds of neurons with
limited synaptic connectivity. We focus on applying existing knowledge to allow us to
design and program these networks to do useful tasks.
Distinguishing Artificial & Spiking Neural Networks
Before proceeding further, it is important to clarify how the neuromorphic architectures
discussed in this work differ from the more well-known ‘artificial’ or ‘deep’ neural
networks (ANN/DNNs), which have seen an enormous resurgence during the 2010s.
While very closely related, these two fields carry important distinctions.
While both were inspired by discoveries made about the nervous system, we make the
distinction in this work that DNNs are networks in which information is passed and
represented through real numbers, and not spikes. For instance, in a fully-connected feedforward network, each neuron in a hidden layer sums from all neurons in the previous
layer, and outputs to all neurons in the next layer. However, it does not receive or send
information through spikes; its receives and passes real numbers representing
‘activation,’ which are summed by other neurons and passed into an activation function
(commonly sigmoid, or hyperbolic sine/tangent) to keep values within a desired domain
72

.
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Figure 8: Illustration of the differences between more commonplace artificial neural
networks (a) and spiking neural networks (b). ANNs operate numerically, and do not
necessarily change over time. SNNs only pass messages via spikes, and are fundamentally
temporal in nature.
This mode of operation has proven wildly successful, and an explosion of applications
has been made using these DNN architectures 73. However, their fundamental mode of
communication remains strikingly different from true, biological neural networks: there
are no spikes. This carries penalties particularly in the realms of implementation and
operating costs. Each neuron is always computing and summing, and always must pass
on its value, even if that value is a zero. Each message also must be represented using a
floating-point (usually of 10 or more bits) 74, which leads to large memory and
computational requirements. In contrast, a spike is a single, instantaneous, 1-bit message,
which is only passed when needed. This leads to fundamental differences in the power
and space requirements for DNNs and SNNs (Figure 8).
In contrast, all messages passed between neurons in SNNs are encoded via series of nearinstantaneous spikes through time. Although they may have continuously-valued
synapses and internal potentials, the use of spikes for communication fundamentally
separates SNNs from DNNs. Additionally, SNNs process spikes over a temporal domain,
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and vary with respect to time; this is not necessarily the case for DNNs. In this work,
neuromorphic architectures always refer to dedicated hardware for executing SNNs.
Artificial Neurons & Spiking Neural Networks
Having discovered the potential of what biological networks of neurons can accomplish,
many researchers have attempted to artificially recreate neuron-like elements which
capture some aspect of their biological forebears’ capability. One of the simplest and
most pervasive descriptions of a neuron is the integrate-and-fire (IF) model (Figure 9)
75,76

.

Figure 9: The potential of various integrate-and-fire models over time. The same spike
train is incident on all 4 neurons which are all variations of the integrate-and-fire (IF)
model (a). These modifications include noise (b), leakage (c), and both leakage and noise
(d).
In this model, the neuron is controlled by one parameter: its internal voltage. It begins at
the resting potential, which changes as the neuron accumulates the charge created by
incoming spikes, with each being weighted by a synapse. If at any time, its voltage passes
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an internal threshold, the neuron fires, sending out a spike. Then, its potential is reset, and
after a refractory period, it resumes accumulating charge.
Additionally, a leakage current is often included in the IF model, as leakage can play a
critical role in allowing neurons to have a time-varying response 77; this modification
means that a voltage above the resting potential will eventually decay back to its resting
level. The rate at which this occurs is defined by the leakage current, and this
modification is termed the leaky-integrate-and-fire (LIF) model.
The LIF model of a neuron has many direct electronic implementations available 78, and
many simulations and dedicated hardware implementations of it have been created 56. As
with real neurons, LIF neurons begin to become useful when used to build more complex
networks, or spiking neural networks (SNNs).
Another modification to the IF model considered here is the introduction of noise. As
previously mentioned, biological neurons are non-deterministic, and demonstrate many
different types of stochastic behavior 79–82. This fact has significant impacts on the design
of neuromorphic architectures and SNNs, and is explored in greater detail further in this
work. But to simply approximate the existence of noise in a neuron’s potential, the IF
model can be modified to include a stochastic variable which causes voltage to fluctuate
through time.
Lastly, the noisy and leaky integrate and fire models can be composed to create a
noisy/leaky integrate and fire (NLIF) model, in which the voltage fluctuates, but always
experiences a pressure to return to the resting potential.
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While these simple neuron models are utilized as the basis for many artificial neurons,
many other models such as the Hodgkin-Huxley, Izhikevich, FitzHugh-Nagumo, and
multi-compartment exist 56. Many of these models attempt to capture a more biologically
realistic representation of a neuron’s action into mathematical form. However, the
neuromorphic architectures used in this work (NIDA, DANNA, and mrDANNA,
introduced in more detail later) all utilize the LIF model to construct SNNs, and non IFbased models are not considered.
State-of-the-Art in Neuromorphic Architectures & Applications
While any standard computer can be used to simulate a spiking neural network, obtaining
the potential advantages of SNN-based computation is fundamentally dependent on their
execution on specialized neuromorphic hardware. In part, this rests on the fundamentally
parallel nature of neuronal computation; each neuron simultaneously carries out the
continual process of calculating its own internal state. If represented by a series of
differential equation, a standard von-Neumann computer must sequentially and iteratively
calculate the new state of each neuron in the network. This leads to much greater
computation times on non-neuromorphic hardware, particularly as the scale of a spiking
network grows.
To facilitate efficient and powerful research into SNNs, many neuromorphic architectures
have been proposed and developed by a variety of academic and industrial researchers.
Some neuromorphic architectures such as BrainScaleS 83,84 are focused on biological
realism, in order to provide a platform for simulating SNNs which operate as closely as
possible to their biological counterparts. Other architectures such as IBM’s TrueNorth 85
and Intel’s Loihi 86 are focused on exploring practical applications of SNNs, and use
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simplified neurons and synapses to prioritize efficiency and computational abilities over
biological realism.
A variety of applications for SNNs other than biological research has been demonstrated.
These include both online and offline data classification, robotic navigation, control
systems, games, and more 56.
Challenges in Neuromorphic Engineering
While neuromorphic engineering has the ambitious goal to recreating the computing
capabilities of nervous systems in hardware, it is still an emerging field. It has few
commercial products and applications, particularly when compared to much more
prevalent artificial/deep neural networks employed by many researchers and businesses
56,87

. It is clear from this that the field has many challenges which have yet to be

addressed.
One of the foremost issues is that current neuromorphic systems must be created from an
incomplete picture of how large-scale nervous systems operate. Critical issues such as
how information is represented within these networks, how networks organize, and how
they carry out processing and learning remain open issues 88–92. A better understanding
of any of these topics could revolutionize neuromorphic engineering. Aim 1 addresses
this issue by improving tools available to investigate the organization and flow of
information in neuronal networks.
Another challenge in neuromorphic engineering is creating hardware which can
efficiently recreate already-known properties and abilities of neurons and synapses. One
of the key challenges is designing an artificial synapse which is compact, reliable, and
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efficient enough to enable the huge parallelism which exists between neurons 31. Aim 2
addresses this by investigating how to improve the robustness of artificial networks with
imprecise synaptic devices.
Finally, one of the key issues in neuromorphic architectures (and novel computing
architectures in general) is the difficulty of programming them to do useful tasks. Von
Neumann architectures share a common language of procedural programs, which
sequentially carry out well-defined mathematical tasks. However, in artificial and spiking
neural networks, programs are most commonly expressed as weighted graphs which
represent the synaptic connections between neurons. The meaning of these connections
and the overall operation of the graph is often opaque and inscrutable, and programming
of these structures must be carried out via an optimizer. Advances in a common platform
for expressing, optimizing, and executing neuromorphic programs is another key obstacle
which the field faces. Aim 3 addresses this by investigating techniques and approaches to
gain insight into and improve optimization of generic spiking networks.

An Integrative Approach to Neuromorphic Engineering
This dissertation presents work to address three of the key issues presented above.
Crucially, this is done from the perspective of neuromorphic engineering as a
fundamentally multi-disciplinary field, which must incorporate knowledge from a diverse
set of topics. These include information theory, graph theory, statistics, machine learning,
computational topology, optimization, biology, and more. Due to the broad and diverse
nature of these fields, relevant information for each topic is provided as-needed in the
aim where it is being used.
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Chapter 3: Inferring Structure from Neuronal Circuits
One of the most impressive capabilities of neuronal networks is their ability to react to
and learn from their environment. In contrast, one of the long-standing challenges of
machine learning is the difficulty of creating networks which can learn on-the-fly,
incorporating new information as it emerges. If the general principles which biological
networks utilize to re-organize themselves and modify their connections were known, this
knowledge would be of great use in a number of fields. It could greatly improve our
ability to design neuromorphic networks, and help understand and treat neurological
diseases.

Recording Neuronal Activity
Due to the huge value that a greater understanding of the brain could provide, a great deal
of neurological research focuses on creating imaging tools which we can use to build
towards a general understanding of how living neurons organize and communicate. This
includes a broad swath of technologies such as functional magnetic resonance imaging
(fMRI) 15,93,94, 2-photon calcium imaging 13,14, magnetoencephalography (MEG) 95,
functional near-infrared spectroscopy (fNIRS) 96, patch-clamp recording 17, and more.
The common principle behind these technologies is that they allow for an indication of
neuronal activity to be measured, while interfering with their operation as little as
possible.
Each of these technologies has its own set of strengths and weaknesses. For instance,
fMRI can non-invasively image an entire human brain, but faces fundamental limitations
in temporal and spatial resolution. Additionally, it observes a secondary signal (blood
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oxygenation level) from which neuronal activity must be inferred 94,97,98. Path clamps
provide direct and accurate recordings of a single neuron’s membrane potential through
time, but are difficult to use and can only provide recordings of a few neurons in parallel
17,99

.

Multi-electrode arrays (MEAs) are another technique for making recordings of living
neurons, and can target both in vivo and in vitro populations. As the name suggests,
MEAs contain series of electrodes which are placed in contact with a living, active
culture of neurons. The potential between these electrodes and a reference ground is then
recorded 100.
For electrodes which do not penetrate through neuron’s cell membrane, the local field
potential (LFP) of the neuronal network is recorded by each electrode. This local
potential is created by the summed action of neurons or other sources of electrical activity
near to the electrode. Singular events such as a neuron spiking lead to a large change in
LFP, which can be amplified, sampled, and analyzed to create a recording of the spiking
activity across the entire neuronal culture through time (Figure 10).
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Figure 10: Illustration of a multi-electrode array being used to record the activity of a
culture of neurons (blue). The voltage activity recorded by electrodes (grey) through time
is filtered and processed into series of spikes through time (spike trains).
MEAs have scaled with advances in nanofabrication, and advanced designs are similar to
camera sensors; each electrode can contain its own amplification, filtering, sampling, and
signal-routing technology, allowing for extremely large-scale and high-resolution
recordings to be created 101.
As previously mentioned, one of the long-standing goals of neuroscience include
determining how neurons connect to one another in order to process and store
information. MEA recordings of active cultures offer one way to provide insight into this
topic by measuring the cellular activity of neurons at a large-scale level (hundreds to
millions of neurons).

Inferring Connectivity
The basic output of an MEA experiment is a series of spike trains, each of which records
the times spiking activity was detected at a single electrode, often referred to as a
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channel. The collection of spike trains is referred to as a recording, parallel spike train,
or spike raster (Figure 11).

Figure 11: An example of a spike raster created from a simulation of spiking neurons being
recorded by MEA. Dots represent spikes detected on a virtual electrode.
One of the most common goals of spike train analysis is to reconstruct the connectivity of
the neuronal circuit which produced the recording. This is a challenging goal, and one
which requires a specific definition of what constitutes a ‘connection’ in order to be
meaningful. Several different definitions of connectivity are used within neuroscience,
and it is critical to distinguish between them. In this work, we adopt the definitions as
described by Feldt et al. 102
Structural connectivity is perhaps the clearest definition of connectivity. For two neurons
to be connected under this definition, they must physically share a chemical or electrical
synapse. However, this makes structural connectivity difficult to measure; synapses are
nanoscale elements which are most commonly observed using electron microscopy,
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though recent advances in light-based imaging have made great strides in rapidly
observing nanoscale neuronal
features 103.
Functional connectivity is one of the most commonly used definitions, particularly within
the context of MEA spike train analysis. In functional connectivity, two neurons are
considered connected when the information from one’s spiking can be used to help
predict the other. However, no explanation for the mechanism behind this is assumed;
neurons directly connected through synapses and ones which influence one another
through multiple connections can both be considered ‘functionally’ connected. The
assumed relationship between them is only a statistical one 102.
Cross-correlation (CC) is one well-established algorithm which is often applied to
calculate the functional connectivity of neuronal networks 22. To quickly summarize its
operation, for each spike in a spike train CC examines whether spikes occurred on other
channels. The number of pairs which occur between channels is established, and often
normalized by the sum of spikes in both channels to establish the probability that mutual
firing between the two is observed. Additionally, a variety of statistical methods are
available to test the significance of CC values compared to what could be expected from
random chance 104.
Effective connectivity is similar to functional connectivity, but with the additional
requirement that a causal relationship is established between two neurons for them to be
considered connected. For example, two neurons which fire often and in synchrony may
appear to be functionally connected, but effective connectivity requires the additional

37

stipulation that a change in one’s activity will later produce a change in the other 102. This
causality can be established through a model, such as a synaptic relationship. Causality
can then be confirmed through imaging or intervention, where the state of the network is
modified to detect the link (e.g. an electrical stimulus is applied).
Transfer entropy (TE) is an algorithm which utilizes metrics and methods from
information theory to detect information transfer between time series 105. As a result, it
has been argued that it can be used to measure the “model-free” effective connectivity in
neuronal networks 106. However, recent work shows that while TE can calculate
information transfer in a system, its results do not strictly imply causality 107. As a result,
we take the position in this work that TE measures functional connectivity via
information-theoretical means.
TE also has applications beyond neuroscience, and can be used in any application where
a measure of causality between time series is desired. While it can be a powerful tool, TE
faces a number of issues in selecting appropriate analysis parameters, computation time,
and appropriate statistical testing of results 25,107,108. The work in this chapter attempts to
address these issues by providing parameter selection criteria, an efficient
implementation of TE, and a powerful statistical test for measuring results’ significance.

Transfer Entropy
Transfer entropy (TE) can be summarized as a metric which measures how much
knowledge of one system’s state will improve the prediction of another system’s state.
For instance, knowing when the sun will rise and fall can help predict the rise and fall of
temperature over a day; this would be represented by a positive TE value, as there is a
causal relationship between solar irradiation and surface temperature.
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However, one critical point is that the reverse is not true: the surface temperature does not
cause the rise and fall of the sun. In TE, this is captured by the fact that the additional
information collected from daily temperatures would not improve a reasonable prediction
of sunrise and sunset.
A formal definition of TE shows how this asymmetry is produced (Equation 1). First, a
joint distribution between the target system (𝑰) source system (𝑱) is constructed (with the
possible causality being investigated is from the source to the target). This joint
distribution (JD) tabulates the probability of each measured joint state between the
systems (where a joint state is the combination of the target’s current state (𝑖𝑛 ), and a
(𝑘)

(𝑙)

summary of the target’s past (𝑖𝑛−1 ) and the source’s past (𝑗𝑛−1 )).
#𝑝𝑜𝑖𝑛𝑡𝑠−1

𝑻𝑱→𝑰 =

∑

(𝑘)

(𝑘) (𝑙)
𝑃(𝑖𝑛+1 , 𝑖𝑛 , 𝑗𝑛 )

𝑛=1

∙ 𝑙𝑜𝑔2

(𝑙)

𝑃(𝑖𝑛 | 𝑖𝑛−1 , 𝑗𝑛−1 )
(𝑘)

𝑃(𝑖𝑛 | 𝑖𝑛−1 )
(Equation 1)

The difference between a prediction of the target’s current state given only its own past,
and a prediction of its current state given the past of itself and the source, is calculated
using the logarithm and weighted by the total joint probability of the state. The sum of
these values over all recorded states is the transfer entropy. In this light, TE can be more
formally defined as a quantification of the information transfer from the source to the
target, and can be measured in bits.

Applying Transfer Entropy to Spike Trains
Although we have given the general formula for calculating TE, applying it to spike
trains requires more specific definitions. We can represent a spike train 𝑥(𝑡) as a finite
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series of Dirac delta functions, with each delta function representing a spike recorded on
a channel at time 𝑡𝑖 . The length of this series is 𝑁𝑠 , the total number of spikes recorded on
that channel (Equation 2).
𝑁𝑠

𝑥(𝑡) = ∑ 𝛿(𝑡 − 𝑡𝑖 )
𝑖=1

(Equation 2)
Often, this full spike train must be converted to a more compact form which can
efficiently represent the state of the system at its current and previous values. This is
achieved by creating a series of non-overlapping temporal ‘bins,’ each of a duration 𝑤.
The number of spikes in each bin are found by counting the number of spikes which
occurred in the spike train during each bin. The series of bins are defined as beginning at
an integral multiple of the duration (𝑖𝑤, 𝑖 ∈ 𝒁) and ending infinitesimally before the next
bin begins ((𝑖 + 1)𝑤 − ) (Equation 3). This creates a binned spike-count of the recording
⃗ (𝑤), which compresses information into a more tractable state for the algorithm and
𝒙
fundamentally sets the time scale which is relevant to the process.
𝑡=𝑤 −

⃗ (𝑤) = [∫
𝒙
𝑡=0

𝑡=2𝑤 −

𝑥(𝑡) , ∫
𝑡=𝑤

𝑡=3𝑤 −

𝑥(𝑡) , ∫

𝑥(𝑡) , … ]

𝑡=2𝑤

(Equation 3)
One of the parameters necessary to calculate transfer entropy is a summary of the
system’s past state. This is generally done by creating a delay embedding (𝑋𝑖𝜏 ), a vector
which stores one or several of the most recent values of the full spike-count vector. The
length of the delay embedding (𝜏) sets how much ‘memory’ the algorithm has, by
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allowing it to recall greater or fewer previous states. This is another parameter critical to
results which must be appropriately set.
⃗ 𝑖 (𝑤), 𝒙
⃗ 𝑖−1 (𝑤), … , ⃗⃗⃗𝒙𝑖−(𝜏−1) (𝑤)]
𝑋𝑖𝜏 (𝑤) = [𝒙
(Equation 4)
⃗ 𝒊 ), its recent past
The joint state of the systems is defined through its current state (𝒙
⃗ 𝑖𝜏 (𝑤)). By iterating through
(𝑋𝑖𝜏 (𝑤)), and the recent past of another spike-train system (𝑌
all recorded joint states, the probability distribution of joint states of the systems can be
constructed. Because these systems are represented through discrete, integral values,
there is a limited number of possible joint states. This creates a crucial difference for
calculating TE on discretely-valued data (such as spike trains), and continuously-valued
data (such as voltage traces).
For continuously-valued data, the cardinality of the possible number of joint states is
infinite. Additionally, recoded joint states are often unique, and cannot simply be
summed up as they occur. This creates a challenge when estimating the joint probability
distribution given current and previous states, and kernel or density based methods must
be adopted to estimate each state’s probability for continuously-valued data 109.
In contrast, discretely-valued data produces a finite set of possible joint states, some of
which recur many times, and others which may never occur (this is particularly true for
binned spike trains). Thus, it is possible to directly calculate the joint distribution by
tabulating the occurrence of each joint state as it arises, and normalizing by the number of
joint states recorded (Figure 12). However, careful consideration is still necessary to
make this an efficient process. Spike trains are often sparse in time, and the maximum
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number of spikes counted in a bin is limited; these qualities can be leveraged to reduce
computation time and memory usage. In our calculation routines, processing is eventbased, and as a result runtime is dependent on the number of spikes and not recording
length.
With all relevant variables defined and the joint probability distribution calculated, TE
values can be calculated. One final variable often used is an integral time offset (𝑜),
which shifts the delay vector (𝑋𝑖𝜏 ) an additional 𝑜 bins into the past, allowing for delayed
interactions to be investigated 108. Given these constructs, we can define a formula to
⃗ ) (Equation 5).
calculate TE for a binned recording with a length 𝑙𝑒𝑛(𝒙
⃗ )−(𝜏+1)
𝑙𝑒𝑛(𝒙

𝑻𝑬𝑦→𝑥 (𝜏, 𝑜) =

∑
𝑖=1

𝜏
𝜏
⃗ 𝑖−𝑜
⃗ 𝑖 , 𝑋𝑖−𝑜
𝑃(𝒙
,𝑌
)⋅

𝜏
𝜏
⃗ 𝑖−𝑜
⃗ 𝑖 |𝑋𝑖−𝑜
𝑃(𝒙
,𝑌
)
𝑙𝑜𝑔 [
]
𝜏
⃗ 𝑖 |𝑋𝑖−𝑜
𝑃(𝒙
)

(Equation 5)
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Figure 12: Illustration of how a joint and marginal distribution (JD, MD) are created from
two spike trains. The number of times the next state of x and joint state of x and y occur is
counted, and normalized into a probability. If the information from y (green) is
disregarded, the marginal distribution of x’s next state based only on its own past is
created. Transfer entropy measures the divergence between the predictions of these two
distributions.

Estimating Statistical Significance of Transfer Entropy
If we wish to use TE to determine what functional connections exist between regions of a
neuronal network being recorded via MEA, it is necessary to establish rigorous testing
methods to determine whether a single experimental TE value calculated from a single
recording represents a significant connection, or is due to noise and/or TE’s inherent
biases.
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Often, this testing is done via the creation and analysis of surrogate data. The goal of a
surrogate dataset is to provide a spike train which maintains the same overall
characteristics as the original recording (such as number of spikes and inter-spike
intervals), while disrupting patterns which are caused by the relationships between
systems the algorithm is attempting to detect. Many methods of generating surrogate data
exist, and include spike dithering (adding slight variations to spike detection times), and
channel-wise shuffling (for each channel, measuring all intervals between spike
detections and re-arranging these intervals in a random order) 22.
A number of these surrogate datasets may be generated and analyzed, using the same
algorithm applied to detect connectivity. If surrogates are properly constructed, their
results provide samples from the distribution of values under the null hypothesis that no
connectivity exists between the two systems being examined.
For cross-correlation and other algorithms, it is often assumed that the distribution of null
values can be estimated using a normal (Gaussian) distribution. A standard Z-test is
commonly applied to estimate the significance of the original experimental value
compared to the surrogates 104. If the experimental value’s significance is greater than a
chosen limit (often 3 standard deviations from the null distribution’s mean (3σ), with a
corresponding type I (𝛼) risk of 1.35%), it can be declared significant, and we declare the
value is the result of a functional connection.
However, transfer entropy is a strongly non-linear function, and assuming its results
follow a normal distribution is potentially unwise. To make a stronger test of TE’s
results, a method which does not make this assumption may be required. Non-parametric
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statistics is a field that allows statistics calculated without making assumptions about
underlying distributions and provides an alternate basis for testing.
Specifically, the direct Mann-Whitney U-test measures how likely it is that values drawn
from one sample will be greater than those drawn from another 110. Essentially, given two
sets of samples, all possible pairs between the samples are examined, and the proportion
of pairs in which one sample is greater than the other is calculated.
When applied to transfer entropy results, a U-test calculates the chance that the
experimental recording’s TE value is greater than the values found from surrogate data
representing the null hypothesis. However, to increase the power of the test to reasonable
levels, multiple samples of transfer entropy under the experimental condition may be
necessary.
This creates a challenge, as the analysis of a single recording only leaves one
experimental value to be examined. Potentially, the spike train could be partitioned into
multiple sections, each of which is independently analyzed to give a sample of an
experimental value. However, this trade-off reduces the significance of each experimental
value, as each would only be constructed from a piece of the recording.
However, another path is opened due to the fact that in order to calculate transfer entropy,
we have already created a powerful statistical representation of the signal we are
analyzing. This representation can be leveraged to generate surrogate data not only under
the null condition, but also under the experimental condition; this ability to create
multiple samples under both conditions allows us to create a powerful, non-parametric
test of transfer entropy’s results.
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Markov-Chain Monte Carlo Resampling
In order to calculate TE, a joint distribution representing the current state of a system
𝜏
𝜏
⃗ 𝑖−𝑜
⃗ 𝑖 |𝑋𝑖−𝑜
given its own past and the past of another system (𝑃(𝒙
,𝑌
)) is calculated. Data is

analyzed and used to construct this distribution. However, given an appropriate sampling
mechanism, the relationship can be reversed, and the distribution can also be used to
create data.
Markov-chain Monte Carlo sampling is one method which can be used to accomplish
this. A starting state of the system is chosen, and the conditional probabilities for all the
possible transitions into the next state are calculated. Then, one of the outcomes is
randomly chosen, with each choice having a chance of selection proportional to its
probability. The system enters the next state, and the cycle continues. Through this
process – the inspection of possible next states, and random transition into one of those
states – data is generated which approaches the same statistical distribution it is being
drawn from. This technique is referred to as Markov-Chain Monte Carlo (MCMC)
Sampling. The Markov Chain is the sequence of states, each of which can transition to
another state with a defined probability, and Monte Carlo refers to the fact that random
transitions are chosen to sample sequences of states from the chain (Figure 13).
With a few caveats, MCMC sampling can be applied to the joint distributions used to
calculate TE. First, it is necessary that the time offset of the system (as defined in
(Equation 5)) being inspected is zero; this ensures that given one state, the immediate
next state of the system is known. Second, the starting state of the system must be
selected, which can be a challenge for MCMC sampling. However, the most common
starting state for a channel is the quiescent (non-firing) state, and this is chosen as the
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starting point for our data. Third, a sufficient sampling period must be defined which can
satisfactorily re-capture the dynamics of the system; we draw a number of MCMC
samples equal to the equivalent number of samples constituted by the original recording.

Figure 13: Illustration of how the Markov Chain Monte Carlo (MCMC) sampling process
can create sampled data for two systems that have had their interaction captured by a joint
distribution. Probabilities of transition to a different valid state are calculated at each step
on the chain. Transitions which have a valid probability, but lead to an experimentally
unencountered state (purple transition) must be rejected.
Lastly, MCMC sampling can sometimes choose a transition to a joint state which did not
occur in the original recording, such as two recordings exhibiting a simultaneous firing.
When this occurs, this transition must be rejected and another outcome drawn, as a
transition into the unknown state leaves the system with undefined conditional
probabilities of the next state.
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Resampling Experimental Transfer Entropy Values
Using this modified MCMC method (similar to Gibbs sampling), an arbitrary number of
states can be created which representing the spiking activity of the two systems being
examined for connectivity. Crucially, if these two systems have an interaction which has
been captured, it is likely to be reproduced in the samples produced via MCMC sampling.
This sampled data approximates activity of the two systems under the experimental
condition, as-captured by TE. The sampled data can then be analyzed, creating more
estimates of TE under experimental conditions.
Essentially, this re-sampling of TE values measures how sensitive an experimental result
is to perturbations made to the joint distribution underlying the calculation. A single
coincidental event between the two systems can have a large impact on TE due to its
logarithmic basis. Resampled values of the system may or may not contain this singular
event, and consequently will produce TE values with a higher variance. In contrast,
highly interrelated systems with many events contributing towards a high TE value will
have many of those events resampled, and the variance between samples will be smaller.
Resampling Null Transfer Entropy Values
Additionally, this resampling method can also be adopted to create estimates of transfer
entropy under the condition that no connection between the systems exists. Using the
𝜏
⃗ 𝑖 |𝑋𝑖−𝑜
conditional probability of a system’s next state based solely on its own past (𝑃(𝒙
)),

MCMC sampling can again be used to sample data that represents the independent
dynamics captured for each system (Figure 14). Because this conditional distribution is
only dependent on the system’s own past, it is guaranteed to be free of direct interactions
between systems.
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Figure 14: An illustration of the MCMC sampling process for a channel given its marginal
distribution. The system’s next state is only dependent on its own past. This simpler case
can be used to generate data representing the null hypothesis (no connectivity).
This resampling of the null condition can be done in parallel for all channels being
examined, creating a synthesized recording representing the culture under the null
condition of no connectivity. TE can be then applied to these resampled recordings to
provide an arbitrary number of connectivity estimates under the null condition.
Calculating Statistical Significance
Using the MCMC method to estimate values for transfer entropy between regions of a
culture under both the experimental and null conditions, a direct Mann-Whitney U-test is
applied to determine the estimated chance that an experimental value is greater than one
drawn from the null distribution. If this chance is less than the chosen limit (α = 1% in
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this work), then the connection is declared significant. We term this modified method for
validating TE results via an MCMC method ‘resampling transfer entropy’ (R-TE).

Application and Results
We created the NeuroTools software package to apply transfer entropy to multi-channel
recordings of singular (all-or-none) events, and test the significance of results using our
novel resampling TE (R-TE) method. While the main application of the software is
inferring functional connectivity from spike train recordings, it can also infer functional
connectivity from any stream of data in which all-or-none events occur in separate
systems, such as messages being posted by different users on social media platforms.
The key task of this software is to analyze the input recording, calculate samples of
transfer entropy values for each potential connection between sources. For each
connection, samples are calculated both under the experimental (connectivity exists) and
null (no connectivity exists) conditions, and tested non-parametrically to determine the
potential connection’s significance. All potential connections are filtered by a userdefined significance level, and used to construct the directed graph of information flow
detected from the recording. This can be represented as an adjacency matrix, with the
magnitude of the transfer entropy value indicating the relative ‘strength’ of the functional
connection (Figure 15).
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Figure 15: Example of the output of a full R-TE analysis of an MEA recording (Culture A,
11 DIV). This matrix represents a directed graph, where non-zero values indicate that a
significant functional connection exists from the source to the target electrode. Selfconnections are not meaningfully defined under TE, and this leaves the matrix diagonal
blank.
To test the performance of our methods and potentially gain insight into a relevant area of
interest, we applied our methods to MEA recordings of developing neuronal cultures
created by Wagenaar et al. 20 These cultures were prepared under several different
conditions, including the source of the cortical material and the density at which it was
plated. Cortical material was collected from eight Wistar rat embryos, giving rise to 8
‘batches’ of source material. The material was then disassociated (synaptic connections
were removed), and suspended in a medium which was then plated onto MEAs, creating
individual cultures (Figure 16). After 3-4 days in vitro (DIV), daily recordings were taken
of the spiking activity as measured by the 59 recording electrodes on the array. These
recordings of spontaneous activity represent the spiking activity detected by each
electrode across the array, without any external stimulation applied to the culture.
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Figure 16: Illustration of an in-vitro MEA as used in Wagenaar et al.'s experiments. A biocompatible substrate (often glass) is patterned with electrodes which have their voltages
externally amplified and read (bottom). The culture is prepared by suspending primary
samples of neurons in a medium, and this medium (green) is then plated onto the MEA
substrate.
We sub-selected 4 cultures (A-D) to investigate as a demonstration of R-TE's capabilities.
The first two cultures, A and B, were densely plated at (2.5 ± 1.5)𝑥103 𝑐𝑒𝑙𝑙𝑠/𝑚𝑚2
(batch 1, dense cultures 1 and 2). Culture C has a ‘small’ plating density, with (1.6 ±
0.6)𝑥103 𝑐𝑒𝑙𝑙𝑠/𝑚𝑚2 (batch 6, small culture 1), and culture D has a ‘sparse’ (0.6 ±
0.24)𝑥103 𝑐𝑒𝑙𝑙𝑠/𝑚𝑚2 plating density (batch 6, sparse culture 1). It was reported that the
sparser cultures C and D developed more slowly than the dense cultures A and B, as the
former required more time to develop complex spiking features. This contrast provides an
interesting case to apply R-TE, and compare the developmental kinetics between
conditions.
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Parameter Selection
Temporal Bin Width (w)
Obtaining meaningful results from TE is heavily dependent on selecting parameters
which allow it to accurately capture the dynamical behavior of the system being
investigated. Returning to the example of inferring the effect which sunlight has on daily
temperatures, we can see that the data being analyzed must be scaled to a timeframe in
which the possible effect of interest can act. For instance, if temperature and sunlight are
sampled on a millisecond basis, there will be billions of points in a single day, and
effectively applying TE to discover influences acting over hours would be near
impossible. On the other hand, if conditions are sampled only once or twice daily, the
relationship will again be unclear.
For transfer entropy applied to singular events, the parameter which controls this
‘temporal scaling’ is the temporal bin width, 𝑤 (Equation 3). In spike trains, this means
that the number of spikes which occurred in a time of duration 𝑤 are summed together,
and the series of these sums is analyzed. The bounds on 𝑤 are defined by the recording’s
original sampling rate and its total length – any 𝑤 greater or lesser than these values is
not meaningful. Within this interval, we expect neuronal cultures to interact on a
timescale of milliseconds, and window size on this order of magnitude will likely provide
the most meaningful results.
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Figure 17: The effect of bin size on the maximum number of binned spike counts in culture
A’s recordings. Larger window sizes can cause multiple possibly-related events to fall
within a single bin, obscuring the relationship between events. The inflection point of 1 ms
(red line) after which events become conflated is chosen as the bin width.
The original sampling rate of the recordings was 25 kHz, giving a minimum 𝑤 of 40 μs.
At this minimum value, no more than one spike can occur in each bin. Sweeping 𝑤 from
100 μs to 10 ms and calculating the maximum binned spike count of recordings from
culture A, an inflection in maximum count is seen at 1 ms (Figure 17). After this point,
the maximum number of binned spikes begins to rapidly increase, suggesting that 𝑤
above 1 ms conflates too many possibly-interacting events above this level. As a result,
the inflection point of 𝑤 = 1 𝑚𝑠 is chosen to use for analyzing these spiking data.
Number of Offsets (o)
Interactions between neurons can occur at different time intervals, due to biological
variability and other factors such as distance between neurons. To investigate the
possibility of effects at different timescales, it has been shown that it is useful to calculate
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TE under multiple time offsets (o) 108. As cause must precede effect, the minimum
meaningful offset value is 0, and the maximum offset is the number of available data
points minus 1.
To make a basic inspection of signal dynamics, a cross-correlogram was constructed. A
cross-correlogram inspects the number of joint events which occurred between different
systems at different time offsets. The number of joint events was summed across all
channels, providing a view into the timescales on which the systems interacted (Figure
18). Interactions fall off after 20 ms, and given the time window of 1 ms, this sets our
maximum delay as 20 ms. In our analysis the transfer entropy values at all offsets from 020 ms are calculated, and the maximum value found used as the representative for that
potential connections.
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Figure 18: Cross-correlogram of a sample spike train recording (Culture A, 18 DIV).
Correlated events begin to become less common at approximately a 20 ms offset, and this
is chosen as the maximum value for the range of time offsets which R-TE calculates over.
Delay Embedding Length (𝜏)
For continuous signals, standard tests such as the Cao or Ragwitz criteria can be applied
to find the proper delay embedding length 111. Essentially, these criteria attempt to
automatically detect the correct delay embedding τ by minimizing the number of false
neighbors or self-predictive error. However, these criteria do not extend well to binned
and discrete systems, such as spike trains, as they depend on calculating a gradient.
As a result, τ is a challenging parameter to select for discrete transfer entropy. It is also
one which is critical to set properly; larger values exponentially increase the volume of
the JD being constructed, and the size of this space can provide plenty of room for it to
essentially ‘memorize’ the signal. This can cause falsely large TE values to be calculated.
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To gain information which allows us to set τ appropriately, we sweep it through several
values, and view the effect this has on results (the number of significant functional
connections detected). The compounded issue of an overly-large bin size (𝑤) and long
delay embedding length (τ) can be seen in the results of R-TE runs on a sample
recording; the signal is unpredictable, but the joint distribution contains enough states to
allow it to effectively memorize the signal. Consequently, the number of detected
connections begins to greatly increase over those which found using parameters which
are closer to expected values (Figure 19).
Within the region where we expect parameters to give optimal performance (small delay
length embedding, millisecond-range window size), changing parameters has little impact
on the number of detected connections. As a result, we choose a delay embedding length
(τ) of 2 from this region. This allows two past states of the signal to be used to predict its
next value.
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Figure 19: The number of significant connections detected (α=1%, n=32, culture D, 28
DIV) when delay embedding length (τ) and bin width (w) are varied. When both are large,
the number of detected connections is artificially inflated due to the large bin size and long
delay embedding length creating a signal which is memorized inside the joint distribution.
Parameters within the stable region of parameters which make sense given known signal
properties (message exchange occurring on the order of ms) are needed to give reasonable
results.
Number of Resampled & Surrogate Values (n)
The last parameter which must be selected is the number of resampled TE values to
calculate using the MCMC process. An increasing number will improve the power of the
U-test being applied 110, but consumes more processing time. Sampling by bootstrap the
variation in total number of significant connections for a range of resampled values, we
find that n=32 is more than sufficient to effectively eliminate the variation in a test's
outcome (Figure 20).
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Figure 20: The standard deviation in the number of significant detected connections
(culture A, 10 DIV) by the number of TE resamples and surrogate value samples,
calculated by bootstrap (n=100). Though number of resamples and surrogate can be
unequal, we choose to set the number drawn for both to be equal. Limiting n to 32 provides
a sufficiently strong basis for the test, in which results do not vary strongly depending on
which of all 100 created samples were included.
In summary, the parameters (𝑤 = 1 ms, τ = 2, 𝑜 = 0-20 bins, 𝑛 = 32
resamples/surrogates) are used to analyze the recordings for cultures A-D.
Comparison to Standard Methods
In order to justify the additional complication of using MCMC sampling to provide a
basis for non-parametric testing of TE results, results using this novel method were
compared with those obtained using the simpler Z-test. Re-summarizing the latter case, it
assumes that surrogate data representing the null hypothesis is normally distributed, and a
single experimental value is compared to this distribution to determine the likelihood it is
a sample of the same distribution.
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To meaningfully compare the performance of the two testing methods, a ground truth is
required. This is provided by very early recordings of the cultures; at this point in time,
the neurons being recorded had recently been disassociated and replated onto the MEA,
and any connections between cells were extremely unlikely. Thus, the ability of a
statistical test to rigorously reject the hypothesis that many connections exist very early in
development provides a baseline for us to evaluate the method.
However, this expected result of no connectivity early in development (4 DIV) is not
found when the Z-test is used to estimate statistical significance of TE results. Even using
significance levels which are extremely high, the Z-test fails to reject many connections
which could not exist so early in development. In contrast, R-TE provides the expected
result that no significant connections are detected (Figure 21).

Figure 21: Comparison between the number of significant connections detected early in a
culture's development (Culture D, 4 DIV). The assumptions of the Z-test are not met, and
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as a result, it fails to reject many connections which cannot have developed. In contrast,
the R-TE method successfully rejects almost all connectivity at the chosen significance
level (α=1%).
However, late in a culture’s development it is also reasonable to assume that many
connections in the culture would have developed; the overall spiking activity of the
culture increases with time, and increased connectivity between neurons at a coarse scale
was physically observed in the cultures.
R-TE meets this expected result, showing that many detected connections later in a
culture’s development could not reasonably be rejected at any reasonable significance
level. In comparison, the Z-test’s results continue to be biased towards much higher
levels of detected connectivity (Figure 22).
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Figure 22: Comparison between the number of significant connections detected later in a
culture’s development, when connectivity is higher and connections are likely to exist. RTE meets this expectation, showing that it detects connections that cannot be reasonably
rejected. The Z-test continues to display a strong bias towards higher levels of connectivity.
A closer look at the distributions found when using resampling TE clarify why the Ztest’s performance is so dramatically different. The sampled values of TE under the
experimental and surrogate hypotheses were plotted, and compared against a fit normal
distribution. Early in development, when overall spiking activity is low, slight changes in
the joint/marginal distributions underlying TE’s calculation can cause dramatic shifts in
its resulting values (Figure 23a). As a result, samples of these values can fail tests of
normality (Kolmogorov-Smirnov test, α=1%) 112. This violates a key assumption of the
Z-test (that samples are drawn from normal distributions), and as a result it is not
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appropriate to apply the test. This justifies our use of the more complex MCMC sampling
and non-parametric testing.

Figure 23: Distributions of the sampled TE values for a single potential connection
(Electrode 1 to 25), represented via empirical cumulative distribution function (ECDF).
Early in development, slight changes made to the joint distribution underlying the
calculation of TE can greatly change results. This results in a distribution of samples which
is strongly non-normal early in development (a). Although later connections can be
reasonably fitted by a Gaussian (c), this is not always the case, and the violation of this
assumption under the Z-test likely leads to its strong biases towards higher connectivity.
Graphical Analysis of Developmental Trends
R-TE with the previously-described parameters was applied to all recordings from
cultures A-D. The resulting directed graphs of information transfer were analyzed for
general trends and potential insights into developmental dynamics of neuronal cultures.
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Cultures A and B were both densely plated cultures from the same batch of neuronal
tissue, and show similar behavior; functional connections develop quickly between 7 and
15 DIV before reaching a somewhat steady state close to the maximum number of
possible connections (Figure 24). Due to their lower plating densities, cultures C and D
show much slower development of connections, with few being observed before 20 DIV.
As expected, C’s ‘small’ plating density still being greater than culture D’s ‘sparse’
density, more connections are detected over C’s development.
These dynamics are consistent with those reported by Wagenaar et al., who reported that
cultures with lower plating densities developed more slowly and exhibited bursting
activity later than dense cultures 20. One feature of note is that the onset of greater
connectivity levels in cultures A-D correlates to their reported onset of more consistent
and complex bursting activity.

64

Figure 24: Total number of functional connections detected by R-TE through the cultures'
full experimental runs. Dense cultures A and B show quick development to a steady-state,
but the less dense C and least dense D show slower development. The onset of more
complex bursting activity coincides with the onset of higher levels of detected connectivity.
The TE values of each connection also provide insight into the structure of the neuronal
network. Each connection's TE value approximates the exchange of information from one
site to the other, adding a meaningful weight to each edge between nodes in the graph
describing connectivity. By summing the TE values on edges incident on a node, the
relative importance of this node in processing information can be seen.
We find that stable rankings of nodes, sorted by the sum of incoming TE, emerge
alongside connectivity for all cultures. In other words, connections which develop early
remain important, and often grow in strength as the neuronal network's connectivity
increases. This is quantified by inter-day rank correlation (Figure 25a), which measures
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the Spearman (rank) correlation between the rankings of electrodes’ incoming TE values
from one day to the next 113.
Incoming TE also correlates well with a coarse description of centrality, the in-degree.
However, it provides more granular detail and does not saturate to the total number of
nodes if the graph is fully connected. This suggests that incoming TE provides a metric
for determining the relative importance of nodes and identifying centers of information
processing.

Figure 25: Stable ranks of incoming TE values emerge as the cultures develop (a). This
suggests that important sites for information transfer may develop within the culture. Total
amount of incoming TE can be used as a metric for a site’s importance in overall
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information exchange across the culture. This value correlates with the node’s in-degree
centrality (proportion of total incoming connections), but does not saturate when the
culture is fully connected, potentially making it a useful graph centrality metric (b,c).

Conclusion
Neuronal networks have powerful information processing capabilities, but much
knowledge about how this ability emerges from their structure and collective activity is
still unknown. This has led to many historical and ongoing efforts to image neuronal
networks and gain insight into their activity.
Microelectrode arrays (MEAs) are one technique which can capture certain aspects of
neurons’ electrical activity at high spatial and temporal resolution. Often, this activity is
reduced to ‘spike trains,’ where the spiking activity detected by each electrode over time
is recorded.
Inferring the connectivity of a network which produced the recorded signal is a
challenging problem. However, the field of information theory provides a powerful
framework to analyze this problem. Transfer entropy (TE) is one information-theoretic
measure which has been applied to deduce functional connectivity of neuronal networks
recorded by MEA. TE essentially operates by quantifying how much a prediction of a
signal’s future improves when the state of another signal is included.
One challenge in applying TE to a problem is establishing the statistical significance of
its results. Other measures of functional connectivity (such as cross-correlation) are often
tested by creating and analyzing surrogate data representing the systems under the
condition that they are not connected. The original, experimental value is tested against
the surrogates to determine if it is reasonable to state that it could have been drawn from
the null distribution. A Z-test is often used to carry this out, but we find that its
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assumptions are not met, and this causes TE results tested using the same methodology to
be highly biased.
We provide an alternative methodology for the non-parametric testing of TE results using
a novel Markov Chain Monte-Carlo (MCMC) based approach. The MCMC method
utilizes the joint distribution constructed to calculate TE to create new samples of the data
under experimental and null conditions; this provides a series of values representing TE
for the system being examined under both conditions. These samples are then compared
directly using a Mann-Whitney U test, which has much looser requirements that are
fulfilled.
Having created an efficient implementation of methodology, we apply it to analyze MEA
recordings of developing neuronal cultures, we show that its results conform to baseline
knowledge about the cultures’ states, and potentially provides insight into their
development and structure.
Although these initial results are encouraging, a more rigorous analysis of simulated
spiking data where the full ground-truth of connectivity is known should be carried out.
This would provide another basis to quantify the capability of R-TE to discover
connectivity over other methods, such as TE with a Z-test, cross-correlation, and other
methods such as Mutual Information (MI) and Joint Entropy (JE).
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Chapter 4: Stochasticity and Robustness in Spiking Networks
Artificial spiking networks (ASNs) aim to emulate the abilities which biological neuronal
networks demonstrate, including power efficiency, learning capability, and robustness.
However, a better understanding of how biological neural networks function despite
being constructed from leaky and unreliable components may be crucial to enable the
construction of complex, large-scale neurally-inspired (‘neuromorphic’) systems.
This arises mainly from the challenge of creating an artificial version of the biological
chemical synapse. Synapses are by far the most prevalent structure within the brain, and
each neuron has on average 7,000 synaptic connections 114. Any neuromorphic system
which attempts to emulate this multiplicity therefore requires an artificial synapse which
is extremely efficient, both in terms of space and energy.
While these aspects can be prioritized, this often requires a trade-off from others,
including precision (the granularity of possible values) and accuracy (how close a value
is to what is desired). As a result, many artificial synaptic devices which can efficiently
encode a weight can store values, but only with an inherent variability. Therefore, an
improved understanding of noise is tolerated and potentially utilized within neurons and
neural networks could allow artificial networks to operate with inaccurate synaptic
devices.
As an introduction, we first review the origins and possible roles of randomness within
biological neuronal networks. We then overview the field of synaptic devices, with a
focus on resistive memories (ReRAM) and the source of their variability. Focusing on the
integrate-and-fire neuron model, we examine how its behavior varies as its synaptic
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weights change, and inspect the influences non-idealities (such as leakage and noise)
have on this relationship. From this analysis, we predict that noise can make a neuron
more robust against synaptic variability. A simulation and optimization framework is
utilized to create artificial spiking networks which perform a pole-balancing task. The
performance of these networks at their task is re-assessed while using inaccurate weights,
and these experimental results confirm that the networks utilizing noisy neurons are more
robust.

Noise in Neuronal Networks
Historically, neurons have often been investigated and modeled as deterministic systems.
Popular models of their action such as the Hodgkin-Huxley and integrate-and-fire models
reflect this; as complex as these models can be, they do not model any uncertainty within
the neuron’s computation 75,115. This leaves a significant biological aspect of the neuron
unaddressed, as it has been long known that both neurons and synapses are subject to
noise, and can produce variable results even when given identical stimuli 26,27.
Variability emerges in neuronal networks through many mechanisms. In chemical
synapses, the amount of neurotransmitter emitted to transmit messages to other neurons
can change, and furthermore is transported via a random process (diffusion) across the
synaptic cleft 47. This means that despite the well-established notion of a static (and often
quite precise) synaptic ‘weight,’ this notion does not truly reflect the reality of a
biological synapse.
Neurons themselves are subject to random processes which can influence the nature of
their output. The random activation of ion-channels can give rise to channel noise, local
fluctuations in the potential across a neuron’s membrane, and this can significantly affect
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the timing of a neuron’s action potential. Other factors such as cross-talk between
neurons via neurotransmitter release also play a role in influencing the behavior of
neurons 65.
The significance, role, and utility of noise in neuronal systems is an area of continuing
investigation. Nonetheless, evidence has begun to emerge that although noise is often
viewed as a nuisance which must be minimized, it may play a crucial role in neuronal
networks, allowing them to carry out operations such as producing samples from a
distribution using a Markov-Chain Monte Carlo (MCMC) method 28. With this biological
background in mind, we began to investigate the possible utility of noise within artificial
spiking networks.

Synaptic Devices
As mentioned in the introduction, neuromorphic systems provide dedicated hardware for
executing artificial spiking networks (ASNs), and several large-scale efforts to create
these systems for both commercial and research purposes are underway 56. However, one
of the most challenging aspects of creating a neuromorphic system lies in emulating the
ability of the synapse. Biological neurons often have thousands of chemical synapses 46,
and to mimic even a small portion of this capability, an artificial synapse must have a
footprint which is small as possible, both in terms of energy and space.
Many neuromorphic architectures use digital logic to represent synapses, representing
their weights with integral or floating-point values, and storing these values in traditional
capacitive or logic-based memories (DRAM/SRAM). But even with nanometer-scale
transistors, synapses with implemented using several bits of digital logic can
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cumulatively require a large footprint on a neuromorphic circuit, both in terms of area
and power, limiting the number which can be present.
Many designers of neuromorphic systems therefore wish to create an artificial synapse
which is more compact. For instance, the BrainScaleS system uses a floating-gate
transistors (as used in flash memory) to store neural parameters 116. While this
demonstrates how well-established devices can be repurposed for neuromorphic
architectures, floating-gate transistors face well-known limits in terms of endurance and
minimum size. This has led to a great deal of interest in utilizing novel electronic devices
which are even more compact as analog artificial synapses; these are often called
synaptic devices.
Synaptic devices overlap almost entirely with emerging memory devices, as these two
areas require similar functionality. We define an ‘ideal’ synaptic device as a two-terminal
nanoscale device which can stably store a value, which can be reliably read or modified.
The element should also be able to store a wide range of values with high precision.
Current top candidates for synaptic devices include phase-change memory, ferroelectric
memories, and a broad sub-category of devices termed resistive memories 31,117.
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Phase-Change Memory (PCM)

Figure 26: Illustration of how phase-change memory (PCM) operates. An applied current
pulse can heat the material, allowing a large polycrystalline region within the phasechange material to form. The polycrystalline phase is much more conductive, and
resistance across the structure drops. By applying a different current pulse, the
polycrystalline region can melt and quench into the more resistive amorphous state,
creating a higher overall resistance. By controlling the size of the polycrystalline region,
resistance is modulated and a value is stored.
Of these three, phase-change memory (PCM) is the most established technology, with
large-scale modules commercially available (PCM is the technology behind
Intel/Micron’s ‘Optane/XPoint’ memory) 118,119. In PCM, a chalcogenide-based material
is placed between two electrodes, and current can be passed through the structure via
these two contacts (Figure 26). If the bulk of this material is in an amorphous state, the
resistance will be high. However, when a relatively long current pulse is applied, the
resulting Joule heating can allow grains in the material to grow, forming a polycrystalline
region with a lower collective resistance. A different current pulse of shorter duration and
higher magnitude can then be used to melt this polycrystalline state and allow it to
quench, effectively returning it to the higher-resistance amorphous state. By modulating
the phase of the chalcogenide material in the memory cell, the resistance of the device
can be controlled in an analog manner, storing a value. The use of PCM as both a
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synaptic device and a neuronal device has been conceptually and experimentally
demonstrated, but it currently remains a smaller-scale product than other memories 120–
122

.

Ferroelectric Memory (FeRAM, FTJ)

Figure 27: Illustration of how a ferroelectric tunnel junction (FTJ) operates. In the low
resistance state, the majority of the remanent polarization is aligned in the desired
direction of current flow, decreasing the tunneling barrier seen from the top electrode. If
an applied field reverses the polarization, the barrier grows, increasing the junction’s
resistance.
Ferroelectric devices are another class of emerging memory, in which the crystalline
structure of an insulating material produces a spontaneous, remanent electric dipole (this
effect is distinct from ferromagnetic materials). If the polarization of many domains
within the material have the same orientation, the material can produce a stable,
collective, polarized state. This can be achieved by applying strong electric fields,
“programming” the material 123. Two main approaches exist which apply ferroelectricity
to create a memory element: incorporating them within a transistor (ferroelectric randomaccess memory, FeRAM), or using them to create a tunnel junction (ferroelectric tunnel
junction, FTJ).
In FeRAM, the ferroelectric material is used as gate insulator, and its remanent
polarization affects the transistor’s threshold voltage. This allows its state to be read by
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measuring channel current at a set gate voltage, and state can be reprogrammed by
applying a voltage between gate and the channel (accessible through the source/drain).
In FTJs, the ferroelectric insulator serves as a tunneling barrier between two metal
electrodes (Figure 27). The tunneling current is dependent upon its polarization, as
current opposing the polarization will encounter a larger tunneling barrier. Therefore, by
controlling the polarization, resistance through the structure is modulated. Applied
electric pulses can be used to switch the polarization of domains, programming the device
124

.

While promising as a traditional memory element, FeRAM requires 3 terminals to read
and program, meaning it does not strictly meet the requirements defined here for an
‘ideal’ synaptic device. In contrast, the FTJ is a 2-terminal device, and could potentially
be integrated as a dense synaptic element. Due to its entirely-electronic mechanism, it is
believed that ferroelectric memories can have high reliability and precision. However,
ferroelectric memories and tunnel junctions currently remain in the experimental arena,
mainly due to challenges in creating and utilizing ferroelectric materials and devices
which are compatible with nanoscale dimensions and fabrication techniques 125.
Resistive Random-Access Memory (ReRAM)
Overview
Resistive random-access memory (ReRAM) is a term which includes a broad range of
devices, some of which operate via different mechanisms. A strict definition of what
constitutes a ReRAM has not been universally agreed upon, but in general, devices which
have a two-terminal structure and can utilize a nanoscale reduction-oxidation process to
modulate their resistance are classified as ReRAM 126.
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Figure 28: Illustration of a resistive random-access memory (ReRAM). An insulating
oxide (such as hafnium oxide, tantalum oxide, and titanium oxide) is placed between two
electrodes. Defects introduced within the film that are mobile under certain thermal and
electronic conditions can provide pathways for current to flow between the electrodes.
Specialized current pulses can be used to induce conditions that mobilize and re-arrange
these defects, programming the device into higher and lower resistance states.
Most ReRAM utilize mobile defects within an oxide film to create pathways which can
provide a lower-resistance path through an insulator. This conductive pathway can be
either created by a metallic bridge constructed from metal ions from an electrode, or from
oxygen vacancies within the insulator itself. Specific electrical treatments can allow these
defects to become mobile within the film, and by reshaping the forms which they take the
structure’s overall resistance can be modulated (Figure 28).
Metal ion-based ReRAM operate mainly through the electrochemical metallization
(ECM) mechanism, and sometimes these devices are distinguished as conductive-bridge
random-access memory (CBRAM). Oxygen vacancy-based resistive memories are
termed valency-change mechanism (VCM) or thermochemical mechanism (TCM)
devices. These two sub-classes are distinguished by their switching mechanism: VCM
devices utilize bipolar operation, and require a different voltage polarity to move from
high-to-low resistance state (the set operation) than from low-to-high (reset operation)
resistance. In TCM devices, it is only the magnitude of a voltage (and not its polarity)
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which distinguishes a set/reset operation (they are unipolar) 126,127. For the remainder of
this work, we restrict our focus to VCM ReRAM devices, as they are the type of ReRAM
we fabricate, test, and incorporate into our current designs and research 128.
The Valency-Change Mechanism (VCM)
In VCM devices, an insulating oxide (most commonly a transition metal oxide such as
hafnium oxide, tantalum oxide, or niobium oxide) is placed between two electrodes.
Optionally, an additional layer of a reactive metal may be placed under an electrode,
putting it in contact with the oxide. This ‘oxygen exchange layer’ (OEL) can react with
the oxide, influencing its stoichiometry and creating a starting gradient of vacancies
within the insulator (Figure 29).
To initially prepare the device for programming, a voltage is applied to a device which
induces a soft breakdown of the insulator and creates an initial conductive filament of
vacancies (the forming step). This sets the device into its first low-resistance state (LRS).
To induce this breakdown, voltage required for forming is normally higher than the
voltage required for the set/reset operations. It is believed that in polycrystalline oxide
films, this breakdown most often occurs along a crystalline boundary.
After the initial forming, a positive bias applied at the bottom electrode can both repel the
positively-charged oxygen vacancies and induce a current to flow through the conductive
filament they form. This current can greatly increase the local temperature of the
insulator, allowing vacancies forming the filament to become mobile 129. The electronic
drift from the applied field moves vacancies upward, though this can be somewhat
counteracted by the temperature-induced diffusion of vacancies down the concentration
gradient. As more vacancies move away from the bottom electrode and the filament
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becomes thinner, electronic transport across the structure becomes more difficult. Instead
of flowing up the filament through an effectively ohmic conduction pathway, electrons
must begin to hop and tunnel between the remaining oxygen vacancy defects. This
process increases the resistance of the device, and can eventually return it to its maximum
high-resistance state (HRS). The specific manner in which the reset is applied (voltage
magnitude and duration) affects how great this resistance increase is, and what HRS can
ultimately be achieved 126,130.

Figure 29: An additional reactive layer (such as titanium) can be used to influence the
stoichiometry of the oxide, controlling how many oxygen ‘vacancies’ are present in the
insulator and creating a gradient of oxygen vacancies. These mobile vacancies can be
aligned via an electric field, creating filamentary conduction.
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To decrease the resistance, the opposite polarity (positive voltage on the top electrode) is
applied. Again, this creates local heating and induces an electric field, but in this case two
primary transport mechanisms (drift and diffusion) are aligned; as the vacancies become
mobile, they very quickly move downwards to re-establish the filamentary connection
between top and bottom electrode.
Consequently, the set operation is generally much quicker than the reset operation in
VCM devices, creating a fundamental asymmetry in how electrical treatments affect
resistive state. This asymmetry has significant impacts on how VCM devices are
programmed and incorporated as synaptic devices. Additionally, setting limits in the
amount of current flowing through the device are often crucial during the set, as the
physical operation induced can form a positive feedback loop, ultimately creating a
filament too large to ever be reset (‘burning out’ the device).
The stochastic transport of vacancies through the film during set/reset means that
resistance states are often quite variable within VCM devices. Every programming step
changes the distribution of vacancies within the film, creating a unique electronic
structure with every operation. This means that accurately programming a VCM device
to a specific resistance level can be quite challenging.
Despite their challenges, memristors offer many strengths: they can be made from
materials which are readily available in integrated circuit fabrication, work at the
nanoscale, require little power, exhibit extremely high endurance, and have clear paths to
3D integration. This motivated us to utilize VCM ReRAM as a synaptic element within a
neuromorphic architecture, the memristive dynamic adaptive neural network array
(mrDANNA) 131.
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Synaptic Inaccuracy & Network Performance
As we have discussed, different synaptic devices can store weights in an analog manner.
However, while an analog representation allows these devices to be extremely compact, it
raises the potential issue that the inherent noise in analog representations could cause
issues in the storage and execution of ASNs. For instance, a PCM or ReRAM device has
a limited dynamic range of resistances which it can achieve, and within this range, each
target resistance value may only be achieved with a certain level of accuracy. As a result,
ASNs running on neuromorphic architectures with analog synaptic devices may execute
programs with synaptic values that vary from those which were desired. This concern
motivated us to investigate how inaccuracies in synaptic weights can lead to changes in
an integrate-and-fire neuron’s behavior, as the integrate-and-fire model is used in our
(and many other) neuromorphic systems 56.

The Integrate-and-Fire (I&F) Neuron
One of the most common mathematical simplifications of a biological neuron is the
previously-introduced the integrate-and-fire (I&F) model 75,132. Essentially, this model
describes a neuron as a reservoir which accumulates charge through its synaptic inputs
until its voltage reaches a threshold. Then, the neuron fires, sending out a signal (‘spike’)
and returning its voltage to zero.
A neuron’s accumulation of voltage between firing events is described by a differential
equation Error! Reference source not found., where 𝑉 is the potential of the neuron, 𝐶
is its capacitance, and 𝐼(𝑡) is its synapse-injected current at a given time. The neuron is
made subject to leakage by adding a term 𝑔𝐿 , which reduces the voltage by an amount
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proportionate to its present level. The neuron is made subject to noise by adding a term
𝜎𝜉, where 𝜎 is the amount of variation and 𝜉 is a Gaussian white noise:

𝐶

𝑑𝑉
= −𝑔𝐿 ⋅ 𝑉(𝑡) + 𝐼(𝑡) + 𝜎𝜉(𝑡)
𝑑𝑡
(Equation 1)

The current 𝐼(𝑡) injected into a neuron by its synapses is described by a summation
across its inputs Error! Reference source not found.. For a neuron with 𝑠 synapses, the
total current injected at a time 𝑡 is the real-valued weight of each synapse (𝑤𝑖 ) multiplied
by the presence of a spike in its finite spike train 𝑆𝑖 (𝑡) at the each moment 𝑡:
𝑠

𝐼(𝑡) = ∑ 𝑤𝑖 ⋅ 𝑆𝑖 (𝑡)
𝑖=1

(Equation 2)

Each spike train is simply the sum of 𝑛𝑖 spikes (with 𝑛𝑖 being a natural number), each
represented a by Dirac delta function (𝛿) at unique time offsets 𝑡𝑖,𝑗 (where 𝑖 identifies the
synapse and 𝑗 identifies each one of 𝑛𝑖 spikes, (Equation 3)):

𝑆𝑖 (𝑡) = ∑

𝑛𝑖
𝑗=1

𝛿(𝑡 − 𝑡𝑖,𝑗 )
(Equation 3)
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Figure 30: Plots showing the behavior which introducing leakage (gL) and stochasticity
(σ) has on the spiking output of a single integrate-and-fire (I&F) neuron with a current
being injected through a single synapse. a) No noise or leakage leads to a simple and rigid
integration. b) Noise creates an output which has an unpredictable element. c) Leakage
creates sensitivity to the timing of incoming current. d) Leakage and noise together create
the most complex behavior.
Any finite spike train (at least one 𝑛𝑖 > 0 and every 𝑡𝑖,𝑗 < ∞ (Equation 3)) incident on a
deterministic neuron’s (𝜎 = 0 Error! Reference source not found.) inputs can be
placed into two categories: those which caused the neuron to fire, and those which did
not. Consequently, for every such non-trivial neuron (defined as having at least one
weight 𝑤𝑖 > 0 Error! Reference source not found.), we can define a behavior as the
partition a neuron produces between spike trains into one of two sets: those which excite
it to fire, and those which do not. If two neurons with different weights still produce the
identical partition of spike trains, we can consider them functionally identical, and state
that they have the same behavior. For a network of neurons collectively carrying out a
calculation, its results will change if any of its neurons display a different behavior. Thus,
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if any boundaries between behaviors of an I&F neuron exist, it is important to distinguish
where they may lie.
The ‘Perfect’ Neuron
In digital and simulated spiking neural networks, an idealized neuron with no leakage or
noise can be simulated. This ‘perfect’ neuron carries out a simple operation, which allows
us to analytically classify which neurons produce identical behaviors. We then use this
understanding to frame the operation of more complex neurons with non-idealities.
By setting 𝑔𝐿 and 𝜎 in (Equation 1) to zero to create a perfect neuron, we obtain the
nearly-trivial case where the potential at any time before the first spike is the current
number of spikes received by each synapse, multiplied by that synapse’s synaptic weight
(Equation 4), where Π represents the Heaviside step function).
𝑠

𝑛𝑖

𝑉𝑝𝑒𝑟𝑓𝑒𝑐𝑡 (𝑡) = ∑ 𝑤𝑖 ∑ Π(𝑡 − 𝑡𝑖,𝑗 )
𝑖=1

𝑗=1
(Equation 4)

In other words, a perfect neuron waits until its synapses have injected it with enough
charge to meet or surpass its voltage threshold, and it fires. If there is extra charge over
the threshold, it is irrelevant and discarded.
A consequence of this is that the number of spikes in a in a train needed to make a singleinput neuron fire (𝑓) is simply the division of its threshold (𝜏) by the synaptic weight
(𝑤1) rounded up (Equation 5); from this, all spike trains applied to it can be partitioned
into the firing and non-firing categories by the number of spikes they contain. We define
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this criterion which describes if a certain number of spikes will make the neuron fire as a
firing condition.

𝑓 = 𝑐𝑒𝑖𝑙(𝜏/ 𝑤1 )
(Equation 5)

If the weight of this single-input neuron is changed, its behavior will only change if the
neuron’s weight passes a critical value (𝑤𝑐𝑟𝑖𝑡 ) that integrally divides the threshold
(Equation 6). These critical weights can be generated by dividing the threshold by the
positive integers (𝑁 + ), and any two neurons which have a weight on the interval between
two critical values will produce identical behaviors.

𝑤𝑐𝑟𝑖𝑡 = 𝜏/𝑎,

𝑎 ∈ 𝑁+
(Equation 6)

Conversely, if the synapse’s weight moves across a critical value, the firing condition
changes, and the neuron will no longer produce the same behavior (Figure 31).

Figure 31: A perfect I&F neuron is excited by a periodic spike train applied to its single
input. The neuron’s overall firing rate as the weight changes (a) is shown, with this rate
normalized to the maximum possible given the number of incoming spikes. The firing rate
of a perfect I&F neuron (normalized to the maximum rate defined by its refractory period)
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is shown. The values predicted by 0 (theory) are plotted against those measured from a
simulated I&F neuron (empirical). Between critical values, the neuron’s behavior stays
the same, producing identical firing rates and the neuron’s output spike trains (b).
The calculation of critical weights which generate unique behaviors for a single-synapse
neuron can be extended for an arbitrary number of synapses. Any linear combination of
spikes which sum to the threshold defines one firing condition. A matrix can be
constructed by defining multiple firing conditions (for instance, two spikes on the first
input, and one on the second). When there are as many independent firing conditions are
there are synapses, this creates a square ‘configuration’ matrix (𝑭) which represents a
constrained system of equations. The elements of this matrix are all natural numbers
((𝑥 ∈ 𝑭) ∈ 𝑁 0 ). If the configuration matrix is non-singular (|𝑭| ≠ 0), its inverse can be
multiplied by a vector of the neuron’s threshold (𝝉) to calculate the weights (𝒘𝑐𝑟𝑖𝑡 ) which
fulfill the firing conditions. Together, these weights and conditions determine the perfect
neuron’s behavior (Equation 7).
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𝑭 ⋅ 𝒘𝑐𝑟𝑖𝑡 = 𝝉
𝒘𝑐𝑟𝑖𝑡 = 𝑭−𝟏 ⋅ 𝝉
(𝑥 ∈ 𝑭) ∈ 𝑁 0 & |𝑭| ≠ 𝟎
(Equation 7)

Weight Space

Figure 32: Hyperplanes in a neuron’s weight space describe firing conditions for the
neuron, with weights normalized by the neuron’s threshold. These form polytopes, each of
which maps to distinct output behaviors of a perfect neuron. Approximate representations
of these spaces are shown in the first three dimensions (a,b,c). The neuron’s output given
the same input pattern will only change if a point in this space (representing the weight of
incoming synapses) crosses a hyperplane.
A geometric representation of the boundaries which separate a perfect neuron’s behaviors
can be deduced from Eqn. 0. This representation is contained within a hypercube, where
each point corresponds to the neuron’s synaptic weight(s).
A series of hyperplanes can be drawn through this space, with each plane being defined
by a firing condition which defines how inputs can integrally combine to make the
neuron fire. These planes partition the space into a set of smaller spaces, or convex
polytopes (Figure 32). Each polytope corresponds to a unique behavior of a perfect
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neuron. The intersection of n hyperplanes in an n-dimensional space correspond to the
vector 𝒘𝑐𝑟𝑖𝑡 found by solving (Equation 7) with the configuration matrix 𝑨 representing
the planes defining the neuron’s firing conditions (Figure 33a,b).
For a single-input neuron, these hyperplanes correspond to series of points at harmonic
1

values (𝑛, with 𝑛 belonging to the positive natural numbers). These boundaries become
more complex as the number of weights increases the dimensionality of the weight-space.
Additionally, the boundaries in each weight-space represent a ‘slice’ of a higherdimensional space along one of its axes (e.g. the harmonic values are the intersection of
the 2-dimensional weight space’s behavioral manifolds along the x or y axis, (Figure
32a,b)).
Each perfect neuron is represented in weight-space by a point corresponding to the vector
of its synaptic weights. Perturbations to weights correspond to a movement of this point
in weight-space. If this neuron is perturbed enough to cross over one of the hyperplanes,
it enters another polytope, and produces a different behavior. The stability of each
behavior is thus proportional to the minimum diameter of its corresponding polytope
(Figure 33c); if this distance is very small, weight changes will very easily disrupt the
neuron’s behavior.

87

Figure 33: Illustration of how firing conditions define the weights and behavioral stability
of a perfect I&F neuron. An I&F neuron with two synaptic inputs (a) requires two firing
conditions to fully specify a system (b), allowing weights which fill that condition to be
calculated. The geometric equivalent of this calculation is shown (c), and any weights (here
normalized by the neuron’s threshold) which fall inside the red quadrilateral will still meet
the defined firing conditions; the excess charge accumulated within this area will not be
sufficient to cause early firing. Each area bounded by lines corresponds to a unique I&F
behavior, and small areas are effectively less stable as a narrower range of weights will
produce them (d).
From this, we can conclude that perturbations to the weights incident on a perfect neuron
will not always lead to a change in its behavior. However, if a weight is perturbed across
a boundary, the set of inputs which will lead to firing in the neuron discontinuously
changes.
Consequently, networks which carry out a computation using perfect neurons can be illsuited to having their weights perturbed, as may occur when synaptic devices with
expected programming inaccuracies are used. The network’s results may depend on each
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neuron having one behavior, which may change if the neuron’s weights are perturbed
outside of that behavior’s small region in weight-space.
This leads to one potential ‘curse of dimensionality’ 133 for perfect I&F neurons with
multiple synapses; the more synapses which exist, the likelier it is that one of their analog
hardware representations will be inaccurate, and induce a different resulting behavior in
the neuron.
The Noisy Neuron
In the past, noise in neurons was often considered an environmental nuisance, but there is
growing evidence that the stochastic behaviors inherent to biological neurons enables
them to perform advanced collective calculations. Here, we consider specifically the
impact that noise has on the relationship between a neuron’s synaptic weights and its
behavior.
The voltage of a noisy neuron at a given time can be calculated as the voltage produced
by an equivalent perfect neuron (Equation 4), summed with a Wiener process (𝑊(𝑡))
representing the noise on the neuron compounded up to a certain point in time (Equation
8).
𝑠

𝑁𝑠𝑖

𝑉𝑛𝑜𝑖𝑠𝑦 (𝑡) = 𝜎 ⋅ 𝑊(𝑡) + ∑ 𝑤𝑖 ∑ Π(𝑡 − 𝑡𝑖,𝑗 )
𝑖=1

𝑗=1
(Equation 8)

Noise which operates directly on the neuron’s potential (represented by 𝜎𝜉 in (Equation
1)), can gradually increase or decrease the potential’s value, influencing it so that it may
fire (or remain quiescent) when this would not have been the case under ideal conditions.
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As a result, the behavior of the neuron is no longer a deterministic function of its weights
and input spike trains; the previously strict relationship between these factors is broken.
Any spike train has a chance, however remotely, to make the neuron fire, and thus the
neuron produces no definite partition between its firing and non-firing spike trains;
instead, this classification becomes probabilistic.
For a given spike train, a noisy neuron may fire with fewer or more spikes than would be
needed if it were a perfect neuron. When this occurs, we can loosely interpret the noisy
neuron as temporarily ‘acting’ as though it were a perfect neuron, one which has a
behavior that could produce the elicited response every time for the applied spike train.
Thus, a representation of noisy neurons exists in weight-space as a probability cloud over
all possible perfect neurons, with this cloud centered on its neuron’s original weights.
The amount of noise changes the density of this cloud, as it samples from a range of
perfect neuronal behaviors (Figure 34). As noise is reduced to zero, this distribution
collapses back to a single Dirac delta at the neuron’s position in weight-space. As noise
increases, the cloud expands to potentially sample from all possible behaviors. Noise
therefore creates a trade-off between how well the neuron can be controlled, and how
sensitive its output is to changes in weight.
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Figure 34: Illustration of how a noisy neuron expands the range of its potential behaviors.
A noise-free neuron only has a single behavior (a). However, the region of behaviors a
neuron is likely to sample from expands as noise increases (b,c), effectively decreasing the
impact of the original synaptic weights.
This probabilistic operation creates a distinct advantage when synaptic weights are
imprecise or variable. A perturbation to this cloud in weight-space may cause its center to
shift over a boundary between behaviors, but the capability of the neuron to still sample
from either side of the boundary means that it can still carry out some of the same
processing which it did previously.
Additionally, networks constructed from noisy neurons must already have the capability
to withstand variable, non-deterministic computation for them to operate. In contrast,
networks without noise may learn to utilize a narrow set of weights and behaviors which
may catastrophically fail when perturbed.
The Leaky Neuron
Leaky neurons introduce the complication that the charge in the neuron can escape,
making its voltage decay over time until its returns to equilibrium. This ‘imperfection’
adds a crucial temporal element to the neuron, displayed in the analytic solution to the
leaky I&F neuron (Equation 9). As each spike arrives at a synapse, it initially contributes
its full weight (𝑤𝑖 ), but this charge exponentially decays away as the system’s time (𝑡)
91

continues past the spike’s arrival time (𝑡𝑖,𝑗 ). This allows the neuron to effectively filter
signals based on their time of arrival, and due to this time-dependency, the exact partition
of spike trains into firing and non-firing categories (as we established for the perfect I&F
neuron) becomes much more complex.
𝑠

𝑁𝑠𝑖

𝑉𝑙𝑒𝑎𝑘𝑦 (𝑡) = ∑ 𝑤𝑖 ∑ exp[−𝑔𝐿 (𝑡 − 𝑡𝑖,𝑗 )] ⋅ Π(𝑡 − 𝑡𝑖,𝑗 )
𝑖=1

𝑗=1

(Equation 9)

For any change in weights to a leaky neuron, we can find a spike train which changes its
excitatory/non-excitatory classification after the weight change. Due to the decay term in
(Equation 9), we can construct a spike train with a specific temporality that brings the
neuron to the brink of firing, and even a tiny change to weights changes the neuron’s
response to this spike train across the firing threshold. As a result, leaky neurons have no
distinct classes of behavior which can be mapped to the geometry of the firing conditions
within weight-space; each leaky neuron with unique weights has a unique behavior.
However, it is worth considering that in clocked spiking networks, the discretization of
time in which it operates decreases the cardinality of the set of possible spike trains.
Effectively, two distinct leaky neurons in a clocked system may be equivalent, given the
set of spike trains which they can actually operate on.
Directly inferring the effects of random changes to a leaky neuron’s weights is difficult,
but we may conclude from each leaky neuron’s uniqueness that there is no reason to
believe that introducing leakage into a perfect neuron would provide a benefit in terms of
resilience to weight perturbation, and it may actually increase its sensitivity.
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The Noisy, Leaky Neuron
Combining the two non-idealities considered here creates the neuron with the most
complex behavior. This neuron’s output is both non-deterministically related to its
weights, and dependent on the temporality of its inputs. Based on the strength of the
noise and the leakage, it is possible that this type of neuron could display either more or
less robustness based on the interplay of these two effects. However, this compounded
effect also makes it challenging to analyze analytically. However, we can determine that
due to the leakage, each unique set of weights can produce a unique behavior, and the
noise will make this behavior probabilistic. The robustness of this neuron to weight
perturbation likely depends on how these effects interact, and is more easily established
empirically than analytically.
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Table 1: A summary of the types of neurons being investigated and their properties.
Neuron
Type

𝑔𝐿

𝜎

Deterministic

Temporal
Characteristics

Predicted
Robustness

Perfect

0

0

Yes

Accumulates

Low

Leaky

>0

0

Yes

Low

Noisy

0

>0

No

Leaky /
Noisy

>0

>0

No

Time-dependent
accumulation
Variable
accumulation
Time-dependent,
variable accumulation

High
Moderate

Experimental Measurement of Robustness
Two experiments were carried out to investigate whether our conclusions from this
theoretical analysis provide a valid basis for predicting the ability of neurons to be robust
to synaptic inaccuracy. First, simulations of single spiking neurons under perfect and
noisy conditions were carried out to verify our predictions of where their behavioral
boundaries lie. Second, sets of spiking neural networks were trained to carry out a polebalancing task. This task and the manner in which the networks are created are detailed
further in the next chapter. Each set utilized neurons with different non-idealities, and the
weights within this network were progressively perturbed away from their original
values. The effect that this perturbation had on networks’ performance was measured to
verify our prediction of overall network robustness with different non-idealities.
Single Neurons
Single integrate-and-fire neurons defined by the differential equation shown above
Error! Reference source not found. were simulated using the Brian2 package 134. When
the noise variability (𝜎) was greater than 0, the stochastic differential equation was solved
using the Milstein method 135. These neurons had two synaptic inputs, and random spike
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trains were applied to these inputs and the neuron’s firing was observed. The firing
output of the neuron using all synaptic weights within a range below and slightly-above
the neuron’s threshold (50 mV) was recorded. For each set of synaptic weights, it was
recorded whether the output was different than that of its nearest neighbors with higher or
lower values. This provides an experimental image of where boundaries exist in the
neuron’s behavior.

Figure 35: Experimental results to detect the boundaries between behaviors in different
types of I&F neurons using excitatory weights. When there is no noise, the theoretical
boundaries (a, with weights normalized by the threshold) almost exactly match the
experimental boundaries (b, threshold of 50 mV), and likely only diverge due to the finite
nature of the testing used. However, when noise is introduced, the neuron can
stochastically ‘act’ with a different behavior. The boundaries between behaviors become
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convoluted across different regions depending on the level of noise used (𝜎 = 10% of
threshold value (c), 𝜎 = 50% threshold value, (d)).
The experimentally-mapped boundaries of a perfect I&F neuron almost exactly matched
those predicted by the theoretical analysis (Figure 35a,b). Discrepancies between the
figures where predicted boundaries are not seen are likely due to the finite testing applied
to the simulated neuron, which did not create all possible neuronal behaviors.
Adding noise to the neuron’s potential can effectively allow it to act with different
behaviors that require higher or lower weights, and this is reflected in the experimental
mapping of a noisy neuron’s boundaries, which appear slightly displaced from their
original positions when lower amounts of noise are included (Figure 35c). This creates an
image which looks as though it is a version of the original convoluted over new points.
As noise continues to increase, boundaries can appear further and further away, and the
original structure of the boundaries can become unrecognizable (Figure 35d).
This supports our hypothesis that with no noise, the behavior of an I&F neuron changes
discontinuously as it encounters rigid boundaries. Noisy neurons can change behaviors
more continuously, shifting their responses to incoming spike trains gradually and
probabilistically as their synaptic weights change.
Spiking Networks
An evolutionary optimizer (EO) was used to evolve three-dimensional spiking networks
constructed from integrate-and-fire neurons (the Neuro-Inspired Dynamic Architecture
(NIDA)). The details of EO and the NIDA model are detailed further in the next chapter.
Here, the optimizer was used to create networks which aim to keep a pole on a movable
cart upright for a certain period of time. All inputs to and outputs from the network are
solely in terms of spikes, and it is the spiking network alone which carries out the
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computation of how to move the cart to keep the pole upright. The fitness of each
network is the amount of time which the system keeps the pole balanced over 6 starting
conditions 136.
Due to the limitations of our spiking simulator as an event-based system, an
approximation had to be made to allow for it to have stochastic behavior. As a result, it
does not compute true compounded noise as a continuous process (as in(Equation 1)), but
instead has a probability to spike every time its potential changes ((Equation 10), after
neuronal escape rates 137). In this approximation, the probability of a neuron firing given
its current voltage (𝑃|(𝑓𝑖𝑟𝑒|𝑣)) is proportional to an Arrhenius function where the
current energy is the difference between the neuron’s current potential (𝑣) and its firing
threshold (𝜏), and the activation energy is proportional to a threshold-scaled noise level
(𝜏 ⋅ 𝜎𝑎2 ). We believe this creates a sufficient approximation of the noisy neuron to
estimate whether it can improve robustness.
𝑃(𝑓𝑖𝑟𝑒|𝑣) = 𝑒𝑥𝑝 (−

𝜏−𝑣
)
𝜏 ⋅ 𝜎𝑎2
(Equation 10)

Networks were created for each type of neuron being investigated: perfect, leaky, noisy,
and leaky/noisy. For leaky networks, a time constant (𝑇 = 1/𝑔𝐿 ) of 50 cycles was used,
and for noisy networks, a noise level (𝜎𝑎 ) of 0.60 was used. This creates a decay on a
period which is relevant to incoming signals without causing them to disappear before
they can be processed, and a level of noise which makes the firing rate of a regularlydriven neuron increase approximately linearly with an increasing synaptic weight.

97

Figure 36: Illustration of how the sensitivity of each network to perturbation is measured.
a) The weights of each neuron in the network are represented as single points in weightspace. These points are moved in a random direction to a certain distance, and the fitness
at these new points is re-evaluated multiple times (b). The fitness of the networks as their
weights stray increasingly from the initial values is plotted, and the median value is taken
as the trend (c).
To test the sensitivity of each network with different neuronal non-idealities to
perturbation, the weights of synapses incident on each of its neurons were represented as
vectors (equivalent to points in each neuron’s weight-space, Figure 36a). Vectors were
added to each neuron’s weights with random direction, but constant magnitude – this
operation moves the representation of a neuron in weight-space to a distance a constant
radius away (Figure 36b). The fitness of the network with these perturbed weights was
re-calculated, with 1 trial for non-noisy networks, and the median of 20 trials taken for
noisy networks (due to their stochastic operation).
The original weights of the network were then perturbed again in a different random
direction. Ten samples were taken at each magnitude of perturbation, with the median
value representing the fitness of the network under these changes (Figure 36c). By
increasing the perturbation magnitude and repeating this process, we create a curve which
illustrates how sensitive each network is to having its weights changed.
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Experimental Results
We evolved 34 perfect, 32 leaky, 14 noisy, and 12 leaky/noisy networks which carried
out the pole-balancing task. All non-noisy networks demonstrated balancing to a full
15,000 cycles. However, this was more difficult to achieve for the noisy networks; our
optimizer is currently configured with the assumption that fitness is deterministic, and as
a result its solution networks would often display inconsistent performance. Therefore,
noisy networks were only accepted if their median balancing time over 20 trials exceeded
12,000 cycles out of the maximum trial time of 15,000 cycles. Noisy networks without
leakage were more often able to pass this threshold, and could show very high mean
performance (Figure 37a). The combination of two non-idealities in the leaky/noisy
networks made them much more difficult to optimize, and none displayed consistently
high performance (Figure 37b). Because of the challenges in optimizing the nondeterministic networks, fewer successful networks were produced compared to the
number of deterministic networks generated using roughly the same computational
resources.

Figure 37: The range of fitnesses produced by spiking networks using a noisy neuron. Due
to their stochastic behavior, each network produced a range of fitnesses. Consistently high

99

fitness was demonstrated more often for networks with only noise (a), as opposed to both
nose and leakage (b).
The collections of networks evolved under each condition were perturbed over a range
which made their networks’ fitness decay from their original capability to low or zero
fitness values. A cursory inspection of the curves produced (Figure 38) shows that
networks which utilize a noisy neuron can maintain a high fitness at their task under
small amounts of perturbation. This is in contrast to networks using non-noisy neurons,
which appear to begin losing their capabilities even under small perturbations to their
weights.

Figure 38: The effect which perturbing the weights of each neuron in a spiking network
has on its ability to carry out a pole-balancing task, for neurons with different types of nonidealities. The density of color in each plot corresponds to the number of networks in that
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region. Perturbation magnitude is normalized to weights’ maximum values. Spiking
networks using noisy neurons (b,d) appear to decay less quickly with perturbation than
networks using non-noisy neurons (a,c).
To quantify and test this hypothesis that the noisy neurons are more resilient to
perturbation, we calculate the magnitude of perturbation required to reduce each network
to 50% of the maximum possible fitness value. By comparing the distribution of this
metric for networks using each type of non-ideality, we can conclude with high
confidence that this distance is greater for networks using noisy neurons (Figure 39).
Additionally, introducing leakage does not appear to introduce a significant change in the
magnitude of perturbation required to reduce network fitness to 50%.

Figure 39: The median behavior of fitness by perturbation magnitude (normalized by
maximum weight value) is shown for the 4 non-idealities considered (a). The distribution
of magnitudes required to reduce networks to 50% of the maximum possible fitness level
is plotted (b). This magnitude is significantly greater when using noisy neurons (unequal
variances t-test, p < 0.1%), demonstrating that noisy networks are less sensitive to weight
perturbation.

Memristive Adaptations of Networks
Having established theoretical and experimental evidence that noisy neurons can be more
robust to inaccurately-programmed weights, we wished to investigate whether this
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robustness is sufficient to withstand the variabilities and limitations expected in real
synaptic devices.
Memristor Representations of Weight
One of the limitations of synaptic devices is that within their dynamic range, variability
in programming will limit the number of distinguishable states that can be reliably
achieved. Each of these states may also still contain a variability. Currently, we aim to
achieve 4 reliable resistance levels with our devices.
We use a pulse-based system to gradually reset devices from the LRS up to a desired
value, verifying that approximately the correct resistance value is achieved with
intermediate read pulses. This allows us to program intermediate states between a 2.75
kΩ LRS and 11.5 kΩ HRS when using our transistor-integrated hafnium-oxide based
memristors.
Within our neuromorphic system which utilizes memristors as synapses, a pair of
memristors is actually used to represent a single synapse. This is due to the
aforementioned asymmetric programming behavior of VCM memristors; to be able to
decrement or increment the synaptic weight gradually when devices can only be reset
(and not set) gradually, two are used so that one can be used to increment (and the other
decrement) weights. Generally, one device is referred to as being ‘excitatory’ and the
other ‘inhibitory’ (Figure 40a) 138.
When using 2 devices in this differential-pair configuration, n analog device levels yield
(2n-1) weight levels, giving 7 possible synaptic weight levels from a 4-level memristor.
Some of these values can be represented in multiple ways using the pair of memristors
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(Figure 40b), and each of these representations is sampled equally when establishing the
distributions for variability at each weight level.
For each representation, a sample of a memristor’s resistance at that level is sampled
from a normal distribution determined by electrical testing (Table 2). These states were
selected to provide a coverage across the memristor’s achievable dynamic range, and
achieve mean programmed values which were evenly spaced as possible; this prevents
the achieved weights from being strongly biased from desired values.
Table 2: Distributions of resistance values for the 4 selected resistance states of the HfOx
memristor.
Resistance Targeted Mean,
Level
Value
Programmed
(ohm)
Value (ohm)
1
2750
2790
2
5000
5610
3
7750
8380
4
10500
11300

Std. Dev,
Programmed
Value (ohm)
41.3
425
479
617

The distribution of synaptic weights achieved by these memristor representations was
calculated by drawing 1,000 samples at each of the 7 weight levels (Figure 40c,d). We
find that the pulsed reset/verify programming method is crucial to achieving accurate
weights, but with this method reliably distinguishable distributions of weight values can
be achieved.
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Figure 40: A pair of excitatory/inhibitory (M+/M-) memristors (a) is used to represent a
synapse so that weights can be evenly modulated up or down even when the synaptic device
has asymmetric programming characteristics (such as in VCM ReRAM). In this ‘twin
synapse,’ each value can have multiple representations (b), and the representations for
each value given a 4-level device are shown. Assuming an equal probability that each
representation is used, the variability of the 7 resulting weight values using pulseprogrammed HfOx memristors is shown (c,d).
Spiking Networks under Memristive Variability
From the networks which were evolved to establish the robustness of networks to weight
perturbation, we sub-selected two exemplary networks which could also withstand a
reduction to 7 synaptic weight levels (4 device levels). These networks maintained full
performance when weights were rounded to the nearest representable level, allowing
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them to be fully adapted by synapses that could perfectly represent these 7 levels. One of
these networks utilized perfect I&F neurons, and the other used noisy I&F neurons.
The variability of the weights in these networks was gradually raised to the level
expected using real HfOx memristors, with network fitness at each step sampled 100
times. This established the range of performance degradation a perfect or noisy I&F
network might exhibit when transferred to hardware using memristors as synaptic
devices.
As expected, the behavior of the network using perfect I&F neurons become much more
variable and the median fitness value degrades as weight variability increases (Figure
41a). In contrast, the network using noisy I&F neurons maintains a median performance
value at the maximum value even under the full variability levels expected from a real
memristor (Figure 41b). We believe that this provides evidence that the view of neurons
as stochastic computing elements is a powerful perspective which can be used to
construct robust networks that can utilize inaccurate or unreliable elements. This provides
motivation to consider more stochastic designs for future neuromorphic systems and
optimization/simulation frameworks.
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Figure 41: The performance of networks using perfect (a) and noisy (b) I&F neurons
carrying out a pole-balancing task as synaptic variability increases to levels expected
under memristor implementation. Fitness values are normalized to the maximum level
(15,000 cycles). As a result of the perfect neuron’s fragility, the perfect network’s fitness
becomes variable when inaccurate memristive weights are utilized. In contrast,
performance variability may slightly increase for the noisy network using memristive
weights, but its median performance remains at the maximum level.

Conclusion
Compact representations of synaptic weights will likely be necessary in order to create
large-scale neuromorphic architectures with many inputs and outputs per neuron.
However, this will likely come at the cost of accuracy – however, this may be reasonable,
given the fact that biological synapses themselves are quite imprecise. To create future
neuromorphic systems capable of incorporating inaccurate synaptic devices, we require a
better understanding of how biological systems tolerate this inaccuracy.
From a theoretical analysis of integrate and fire neurons, we showed that neurons with no
non-idealities (such as leakage and internal noise) undergo discontinuous changes in
behavior as their weights cross a critical boundary value. However, when noise is
introduced to the neuron, its output is no longer strictly dependent on its weights, and its
106

behavior can more slowly diverge from its previous state as its synaptic weights are
perturbed. From this, we predict that spiking networks using noisy neurons can be more
resilient to synaptic inaccuracy.
This conclusion is validated by two experimental studies. First, simulations of spiking
neurons confirmed that boundaries between behaviors exist where expected. Second,
collections of spiking neural networks evolved for a pole-balancing tasks were studied.
These networks’ synaptic weights were perturbed from their optimal values, and their
fitness at the task was re-evaluated. We confirmed that the magnitude of perturbation
required to reduce the fitness of noisy networks to 50% the peak value is significantly
greater than for networks using non-noisy neurons.
Lastly, we show that networks operating with a level of synaptic variability which would
be expected when using a twin-memristor synapse provide more robust performance
when noisy integrate-and-fire neurons are used over noise-free neurons. We believe this
provides motivation to consider stochasticity as an important element in future
neuromorphic designs incorporating analog synaptic devices.
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Chapter 5: Methods in Optimizing Spiking Networks
The efficiency, robustness, and utility of biological neural networks has motivated a
number of neuromorphic architectures which attempt to artificially re-create the
capabilities of biological neurons and synapses 85,86,139. A lack of understanding regarding
how to program these systems to do useful tasks remains an obstacle, however,
preventing their more widespread exploration and adoption. A wide variety of approaches
have been adopted to address the programming of neuromorphic systems, from adopting
existing deep neural network structures into spiking formats 34–36,140, to attempting to
create a framework to allow users to define problems within a spiking context 141. In
contrast, a ground-up approach towards creating spiking neural networks could allow for
novel structures and principles in these circuits to be explored. However, creating neural
networks ‘from scratch’ is a challenging proposition, as both the structure of the network
and its appropriate weights must be found.
In this chapter, we explore an evolutionary approach towards addressing this problem,
and present several novel methods towards this goal. An introduction to general
optimization is presented, giving context for why evolutionary methods are suited to the
task at hand. More in-depth overviews of three evolutionary methods used in this work
are given: evolutionary optimization of neuromorphic systems (EONS) 42,136, neuroevolution of augmenting topologies (NEAT) 41, and the covariance matrix adaptation
evolution strategy (CMA-ES) 44.
We present results which suggest that CMA-ES can more efficiently optimize the weights
of spiking networks than EONS, and present the novel ‘Chimaera’ optimizer which
allows CMA-ES to operate within a combined NEAT/EONS framework in a ‘co108

evolutionary’ approach. Methods of setting additional hyperparameters required for this
approach are presented. Results utilizing the Chimaera optimizer are compared to EONS,
and potential benefits and drawbacks are examined.

An Overview of Optimization
Optimization can broadly be defined as an automated method for finding the best
parameters out of multiple possibilities to solve a certain problem. Examples of
optimizers and their applications include Newton’s method finding the roots of a
polynomial equation, simulated annealing searching for a good solution to the traveling
salesman problem, and stochastic gradient descent training the weights in a convolutional
neural network to classify images. In the context of neuromorphic architectures,
optimizers can be applied to find the weights, threshold, and even the structure of a
spiking neural network which allow it to carry out an arbitrary, user-defined task.
Many algorithms exist within the field of optimization, and it can be difficult to
determine which one should be applied to a given problem. However, three main criteria
exist which determine what algorithm is applied to a given problem: the problem’s
mathematical domain, its available features, and the algorithm’s effectiveness.
One of the most major features of a problem is the domain over which it is defined. For
instance, combinatorial problems (such as determining the order in which cities are
visited in the traveling salesman problem) require different optimization techniques than
numerical problems (such as solving a polynomial equation). Some methods, such as
evolutionary optimization and simulated annealing, can operate in both domains, but
other methods, such as gradient descent, cannot.
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While a problem’s basic domain can rule out what algorithms cannot be applied, more
specific mathematical features can help distinguish which algorithms may be most
effective at solving it. Specialized techniques exist for numerical problems where the
underlying relationships are linear, concave/convex, or polynomial, and can solve these
problems efficiently. For more complex problems without these clear features, being able
to at least calculate the gradient (and possibly the curvature) of a result with respect to its
parameters helps guide the selection of new parameters towards a desired result (this
forms the basis of Newton and Quasi-Newton methods) 142.
Lastly, and perhaps most critically, is the effectiveness of the algorithm towards solving a
problem. Methods which first appear theoretically applicable may prove ineffective in
practice. Other requirements such as the amount of memory or computation power
required to execute a method may rule out an algorithm; while Newton’s method could
theoretically be used instead of gradient descent to train the weights in a neural network,
the huge computational cost of iteratively calculating the Hessian matrix (which scales
with the number of parameters squared) at each step rules this out for all but the smallest
networks. Occasionally, an algorithm can also perform better than expected on a
problem; the most famous example of this is the application of stochastic gradient
descent to train neural networks. Despite the possibly infinite number of local minima
which exist in the minimization of an error function related to a neural network’s
application, it is clear that the training process often clears these hurdles which at first
glance may appear impassable 72.
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Optimization of Artificial Neural Networks
Optimizing neural networks is a process which consists of producing a graph with the
correct structure and attributes which allow a corresponding program to solve a userdefined task. Here, a graph refers to the mathematical construct consisting of a list of
vertices (neurons, in this case) and edges (synapses) which connect them (Figure 42) 143.
Specifically, these graphs are directed, meaning that each edge has an associated
direction (an edge from neuron 3 to 1 is distinct from 1 to 3). Each vertex can have
additional attributes, such as a corresponding neuronal bias or threshold, and edges can
hold attributes such as synaptic weight and delay. Depending on the more specific
attributes of this graph and the neurons which its vertices represent, different types of
optimization should be applied to discover the optimal graph to solve a problem.
Differentiable Feedforward Networks
In the field of machine learning, it is generally most common to fix the structure (also
called the topology) of the graph being optimized. In most deep neural network packages
(such as TensorFlow and PyTorch) the user defines a set of neuronal layers, each of
which creates directed connections from itself to the next layer 144,145. Setting this
topology is one of the most crucial stages of the problem which requires a certain amount
of expertise, and is not generally well understood 146–149.
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Figure 42: The typical layout for a feed-forward network with a single hidden layer.
Neurons with differentiable activation functions can apply backpropagation to determine
the 'responsibility' of each previous step towards its activation. This allows the gradient of
the error function to be determined for an individual network.
In many of these networks for tasks such as image recognition, no links are created from
a later layer to an earlier one (there are no cycles present in the graph) which would allow
information to be transmitted backwards. Cyclic graphs in which cycles are present are
included under the umbrella of recurrent networks, and they face additional challenges in
optimization 150.
Having fixed the structure of the graph, the number of vertices and edges is constant; it is
only the attributes of each vertex/edge which are adjusted to solve the problem (usually
the vertex’s bias and the edge’s weight). In this case, these attributes exist on a
continuously-valued domain, most often approximated in hardware by floating points of
32 or 64 bits 74. The neurons used in these traditional networks are also time-invariant
and have a continuous activation function, which allows the differential change in its
activation with respect to each incoming weight to be calculated.
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Through the chain rule of differentiation, the progressive ‘responsibility’ of each weight
in each layer towards the network’s final output can be calculated. For instance, in a
classification problem, an output neuron with a high activation value can be interrogated
using the chain rule to determine which neurons and connections were responsible for
activating it, and how these values can be changed to increase or decrease its output. This
forms the basis of backpropagation, which allows the output of the neurons to gradually
be tuned to form sets of responses that match those in the training set 72.
Fixed Spiking Networks
If the time-invariant, differentiable neurons of a deep neural network are replaced with
temporal spiking neurons, the challenge of finding the correct parameters to solve a
problem unfortunately becomes much greater; this arises from the shift of the problem
into a temporal and non-differentiable domain.

Figure 43: A feedforward network created with spiking neurons is more difficult to
optimize. Spikes are not inherently differentiable, and alternate training mechanisms must
be used to establish synaptic weights which lead to good performance at a task.
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For instance, if we wish to decrease the spiking rate of an output neuron causing an
incorrect classification, identifying the relevant parameters to change is challenging; did a
neuron spike because of a recent event, or a series of different events which potentiated it
in the past? Unless a huge amount of information about the network’s past operation is
retained in memory, the responsibility is difficult to identify. Although weights and
thresholds can remain on a continuous domain, the all-or-none outputs of spiking neurons
rule out the calculation of gradient features to smoothly adjust these properties to reach
towards an objective.
It should be noted that several optimization methods have been developed for spiking
networks, either by restricting the topology of the network or by making simplifying
assumptions about what spikes represent. The most common stance is that the firing rate
of a spiking neuron corresponds to the overall activation level of a differentiable neuron,
and this can be used to adapt a form of backpropagation to spiking networks. However,
this overlooks the capacity of spiking networks to carry out precise, temporal calculations
which are observed in nature, and the results of these networks are generally not as good
as their continuous counterparts 140.
Optimization algorithms still exist to handle cases where no directly-calculable gradient
is available to assist in selecting good parameters, and these are often referred to as blackbox optimizers or metaheuristics 39,151. Some of these algorithms effectively operate by
examining the landscape of performance with respect to parameters, and attempting to
explore areas which display higher local performance. In information geometry, the
change of fitness over the parameter space is referred to as the natural gradient, and
natural evolution strategies attempt to make an estimate of this gradient 152,153. We utilize
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the covariance matrix adaptation evolution strategy (CMA-ES) method to optimize
spiking networks with fixed topologies, as it has been widely accepted as an efficient
black-box optimizer and recently been applied in deep learning contexts 44,154,155.
Mutable Spiking Networks
Although with simplifying assumptions, spiking networks have been used to approximate
the behavior of traditional deep neural-network structures and functions, the unique
temporal nature of spiking neurons allows them to carry out calculations and perform
local learning rules which are not possible when one assumes they operate as a simple
rate-based encoding system 140.

Figure 44: Networks which can be altered to include new features (neurons/synapses,
orange) and include features such as recurrent connections (blue) are difficult to optimize,
though they have the highest degree of similarity to biological reality.
As a result, utilizing the full potential of spiking neural networks to compute in a
temporal domain will likely require more complex topologies than feedforward or
limited-recurrence networks, which are mainly inspired by simplifications of neuronal
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networks used today. Ideally, we would like to be able to explore how novel architectures
of spiking networks can solve problems in a temporal domain, and examine how these
network structures may diverge from or resemble traditional network topologies.
Exploring this problem removes one of the constraints we previously placed on the
optimization problem, that the topology of the network remains fixed. This introduces an
additional discrete component to the problem at hand: vertices and edges may be added to
the graph, necessitating a change in our approach.
The evolutionary optimization of neuromorphic systems (EONS) algorithm was created
specifically to address the problem of evolving spiking networks to solve arbitrary
problems, and integrated within a larger framework (the TENNLab Exploratory
Neuromorphic Computing Framework) to extend this algorithm to operate for multiple
neuromorphic architectures 42. This framework was used to create the spiking networks
utilized in the previous chapter, and here we explain its operation in more detail and
explore possible changes to this framework.

Evolutionary Optimization
Evolutionary optimization (EO) is a powerful technique for exploring solutions to
challenging problems, and has many applications from circuit design to reinforcement
learning 155,156. It is applied in problems where the underlying relationships are be
complex and non-intuitive, and solutions can arguably require a degree of ‘creativity’ 37.
Many implementations of EO exist which operate in significantly different ways 38.
Beginning with a general introduction to EO, we then explore three different specific
implementations and how they can be applied to optimize spiking networks.
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As the name suggests, EO is a technique inspired by biological evolution. One
interpretation of evolution is that it is essentially a type of optimization which continually
allows new genetic combinations to produce organisms which may gradually become
better-suited to life in their environment.
Artificial evolution mimics this process by first creating a genetic representation of a
solution to the problem being explored; in the case of optimizing spiking networks, this
genetic representation (genotype) of a solution is the network’s directed graph of neurons
and synapses. This genetic representation must be able to express all relevant solutions to
the problem, with solutions reachable through algebraic operations (such as adding or
deleting edges in a graph).
If necessary, the solution’s genotype must be convertible to a form which allows its
fitness at solving the given task to be evaluated. This form is called the phenotype – the
relevant expression of the genes in their environment. For spiking networks, this is a
program which can be run on a computer or neuromorphic system that applies inputs to
and calculates the output from a spiking network, and uses this to evaluate its
performance at a task (such as a control problem).
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Figure 45: A flowchart illustrating the typical cycle which an evolutionary optimizer uses
to search for progressively improved candidate solutions.
Most implementations of EO create moderate or large pools of solutions, referred to as
the population, which correspond to a number of organisms living, competing, and
reproducing within the same area. These populations exist in discrete iterations, with the
first generation often created from a random set of genes. Each round of iteration is
referred to as an epoch, wherein each solution has its fitness evaluated, and then
potentially selected to reproduce into the next round. Selection mimics the process of
natural selection, where the most fit individuals have the highest chance to survive and
pass their genes into the next generation. Reproduction allows the genes of selected
organisms to recombine, mutate, and pass on into the next generation, creating a set of
novel solutions to the problem which combine their parents’ attributes. Some of these
new solutions may have an improved fitness, and this gradual exploration of landscape of
potential solutions to the problem can gradually become more and more fit until a
suitable solution to the given problem is found 38.
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The manner in which these steps are carried out can vary greatly between different
methods which all operate using these principles, and we now further explain three
distinct EO-based methods which are incorporated in this work.
Evolutionary Optimization of Neuromorphic Systems (EONS)
Initialization
The Evolutionary Optimization of Neuromorphic Systems (EONS) algorithm was created
specifically to evolve spiking neural networks with mutable structures. First, the problem
at hand is defined, and its encoding/decoding in terms of spikes is determined (e.g.
through binning, rate coding, etc.). This sets the minimal number of neurons which are
required to present the problem to the network and extract an answer.
This defines a set of features which random graphs (representing spiking networks) must
contain to allow the problem to be applied. These graphs are embedded with a 3dimensional geometric space, allowing for any finite graph to be expressed. The neurons
which represent inputs/outputs are added to the graph at set locations, and a random
number of inter-neurons and synapses are added. Necessary properties for each vertex
and synapse are randomly initialized, such as the neuronal threshold and synaptic weight.
A set of these random graphs (often containing hundreds to thousands) is created,
forming the optimization’s initial population.
Fitness
To calculate the fitness of these graphs, the inputs to and outputs from the spiking
network which the graph represents must be evaluated, and the task performance
determined. To do this, the arbitrary graph must be converted into an executable program.
In a general-purpose computer, this can be achieved by using traditional methods of
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simulating spiking networks. But as mentioned in the previous chapter, spiking networks
are fundamentally parallel and require dedicated hardware to achieve the low-power
operation which they demonstrate in biological settings. Neuromorphic hardware can
come closer to this goal, but converting an arbitrary graph to a program for this hardware
can be challenging.
Challenges in Genotype-Phenotype Conversion
One fundamental challenge to neuromorphic hardware is that although biology can
explore freely in three dimensions, integrated circuits have a limited ability to scale into
three dimensions (though 3D integration is an important direction for future scaling of
circuits). Additionally, the ‘fan-out’ of an artificial neuron can be limited by power, area,
or speed considerations. Together, these and other restrictions can place a limit on
features such as the number of synaptic connections a neuron can have 85,157.
Consequently, the genetic space being explored can sometimes conflict with the range of
viable phenotypes. While these inviable solutions may be recognized by simple features
such as forbidden subgraphs 158, even the linear-time check for these features can add a
substantial cost when it must be run on every genotype in the population.
Even graphs which are viable on the target architecture may be difficult to realize when
they approach the limits of what the platform can achieve. The conversion of a 3D graph
into a space of lower dimension (such as a 2D mesh) is equivalent to that of graph
embedding, which is known to be a much more complicated problem 159.
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From these issues, we can conclude that one potential feature of a neuromorphic
optimization is that it should avoid the genotype-phenotype conversion where possible, as
it can carry a heavy computational cost.
Selection & Reproduction
If none of the candidates in the population meet the required fitness level to have solve
the given problem, the next epoch of candidates exploring further solutions must be
created. To do this, a subset of candidates must be selected which reproduce into the next
generation.
EONS supports multiple common selection algorithms, including tournament, roulette,
and truncation selection. To summarize, these algorithms provide different methods of
sub-selecting population members with higher fitness while attempting to preserve the
diversity of solutions in the population. Preserving diversity of solutions in the population
can be a challenge which is further explored in another method (NEAT, discussed
below). The candidates selected to reproduce into the next generation are then crossedover, merged, and mutated.
Crossover is analogous to genetic recombination, in which two organisms exchange and
combine their genetic information to create offspring with new traits. In EONS, a
geometric method of crossover in which both parent graphs are bisected by a plane
through the 3D space in which they are embedded. Vertices from one side of the
bisection are combined with those on the other side of the bisection from the other parent,
and connections made across the plane are made to the closest available neuron. The
process is repeated for the other halves of the graphs, creating two child graphs which
combine the structure of their two parents in a novel manner.
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Merging two graphs sums two parents into one new child candidate. All neurons and
connections present in the graphs are combined into one new graph, with conflicts where
an edge or vertex exists in both graphs being resolved by randomly choosing the feature’s
properties from one parent.
Mutation allows features which are not present in any of the populations’ members to be
introduced. In mutation, random changes to graph structure or properties are made, such
as changing synaptic weights and neuronal thresholds. Mutations can be extremely
important in allowing the correct weights of a graph to be discovered, and we later
explore the efficiency of this process towards this goal.
To create the full new generation, the overall champion (network with highest recorded
fitness) and epoch champion (that generation’s graph with second-highest fitness) are
copied into the next generation unchanged, which prevents the highest-fitness candidate
from being lost. The remaining members of the population are then created by crossing
over, merging, and mutating the last generation’s members at fixed rates.
This cycle of evaluation, selection, and reproduction continues until a suitable solution is
found, or a limit of the evolution is reached (such as time or number of epochs).
Neuro-Evolution of Augmenting Topologies (NEAT)
One of the main challenges which is faced in EO algorithms is convergence to local
optima. In this issue, the candidate solutions to the problem gather in spaces where they
can demonstrate better-than-average fitness, but still do not meet the criteria needed to
solve the problem. However, these minima may be too far away from the spaces which
contain areas of suitably high fitness for them to be reached by reproduction or mutation.
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Essentially, the populations hover around evolutionary ‘dead-ends,’ unable to break out
of these areas because new mutations and changes which could be useful do not
immediately provide a benefit that allows them to be passed on into the next generation
40,160

. The neuro-evolution of augmenting topologies (NEAT) algorithm attempts to

address this issue through two main methods: speciation and fitness sharing 41.
Speciation
Speciation in EO attempts to emulate the ability of organisms in the natural world to
compete for different niches; essentially, this allows for the existence of multiple
approaches towards the same problem. For instance, giraffes and gazelles are both
herbivores, but have developed different specializations which allow them to obtain food
in different manners.
In many EO implementations, there is no concept of ‘species;’ candidates which have the
same fitness are seen as equivalent, even if they represent significantly different
approaches to the problem. This can lead to unique approaches being lost through the
selection and reproduction process 161.
In NEAT, the genetic representation of artificial neural networks is organized in a way
which allows the degree of dissimilarity between candidates to be easily calculated. This
is accomplished by marking each unique feature which emerges with an innovation
number. More recent features are added to the end of the genome, adding to and
potentially disabling earlier genes. By comparing the genomes, identifying common and
disjoint genes, and summing weight differences, NEAT measures a compatibility
distance between two candidates. We adopt a modified version of this metric which more
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strictly meets the mathematical requirements of a distance, and apply it to speciate graphs
of spiking networks.
Fitness-Sharing
If the distance between two candidates exceeds a certain compatibility threshold, the
networks are considered as belonging to two separate species. Throughout the evolution,
a list of extant species is maintained, with each species represented by a random member.
The new members of the population are then placed into the first species where the
compatibility distance between itself and the species’ representative is less than the
threshold value. If it does not match any representatives, it is used as the basis to form a
new species containing itself. This separates the population into a series of disjoint sets,
each of which describes a species. We term this classification the kingdom, and it is used
to adjust the selection and reproduction process to assist in preserving unique solutions.
Explicit fitness sharing adjusts fitness values of each candidate by dividing it by the
number of members in its species. When paired with selection methods such as stochastic
universal selection 162, this discourages candidates in the population from crowding too
closely to a single solution 163. Again, we adopt a modified version of this strategy to
form a modified basis for the selection of spiking neural networks.
Covariance Matrix Adaptation Evolution Strategy (CMA-ES)
The covariance matrix adaptation evolution strategy (CMA-ES) uses a significantly
different approach than the last two evolutionary algorithms which we have presented
44,164

. While EONS and NEAT create genetic representations that can change in length,

CMA-ES requires genotypes to be fixed in length and to operate over a continuouslyvalued domain. This restricts it to operating on limited cases, such as optimizing only the
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properties of a graph (such as a set of neuronal thresholds and synaptic weights), and not
its structure.
This is due to the fact that the goal of CMA-ES is to capture information about the fitness
landscape of the problem 152, and use it to select new candidates which move towards
areas of higher expected fitness. CMA-ES accomplishes this by capturing the covariance
between the best members’ parameters. For instance, if increasing two synaptic weights
often leads to candidates with higher fitness, CMA will capture a positive covariance
between the two parameters in the full covariance matrix. This matrix then uniquely
defines a normal distribution, which will sample towards new parameters with higher
expected fitness 164.
Operation
To further detail CMA-ES’s operation, in each epoch it starts with a relatively small
population size (referred to as 𝜆). The values for each candidate’s genes are drawn from a
multivariate normal distribution, with a series of mean values (𝜇𝑖 ) at a starting point and a
constant standard deviation (𝜎𝑖 ).

Figure 46: Summary of CMA-ES's basic operating principles. Members of a population
are drawn from a normal distribution (1σ radius represented by black ellipses) (a). The
positions of better-performing members are more heavily weighted to construct a new
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sampling distribution for the next generation (b). This evolution strategy attempts to
efficiently move towards optima (c).
The fitness of all candidates in the generation is then calculated, and a proportion of the
best-scoring candidates is used to calculate an adjusted covariance matrix. Defining a
new normal distribution with this matrix, the next generation constructs 𝜆 new samples
drawn from this distribution, and repeats the process until a solution is found, or a
number of stopping parameters are met 164. More advanced variations allow the evolution
to restart if one of a number of conditions is met, and increase the population size of
subsequent generations. These changes form the more complex increasing population
CMA-ES (IPOP-CMA-ES), which generally displays superior performance and is the
specific variant of CMA-ES utilized in this work 165.
One further consideration is that a sample drawn from a normal distribution guiding the
evolution can theoretically take on any value on the real domain, however unlikely this
occurrence may be. As a result, it is necessary to consider the bounds on the problem and
how they will be observed. Several standard methods have been adopted within CMA-ES
to scale the drawn samples within a bounded space, and a standard Eigenvalue-based
scaling method is utilized to bound parameters within the valid range of [-1,1] for NIDA
thresholds and weights 164,166.
Implications for Optimizing Spiking Networks’ Weights
It is possible that the information contained in the covariance matrix could be very useful
when evolving synaptic weights of spiking networks. For instance, a ‘bottleneck’ synapse
from an input neuron which passes information to a later structure could be identified as
important, as its covariance values would likely be positive. This would adjust the
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sampling distribution of new weights, decreasing the probability that it would later be
assigned a small or negative weight.
This contrasts with traditional EO, where this discovery would be dependent upon
random changes, crossover, and fitness-based selection. Additionally, more advanced
features of CMA-ES such as identifying stagnation of the underlying covariance matrix
can be used to identify networks which may be insufficient to solve the given problem at
hand or be extremely difficult to optimize for the problem. As a result, we propose that a
more ‘traditional’ EO mechanism (such as in NEAT and EONS) may be weaker than
CMA-ES when selecting synaptic weights for a fixed spiking network, and this
proposition is investigated in the next section. We utilize a free and open-source
implementation of CMA-ES to investigate its applicability to optimizing spiking
networks 166.

Optimizing Fixed Spiking Networks
The EONS optimizer was used to create a series of spiking neural networks for the neuroinspired dynamic architecture (NIDA) 136. NIDA computes the spiking activity of
integrate-and-fire neurons embedded in a 3-dimensional space on standard generalpurpose computing hardware, allowing for a simple genotype-phenotype conversion.
Each integrate-and-fire neuron has an internal charge level, firing threshold, and
refractory period, and connects to other neurons through weighted synapses. Neurons will
fire if their charge level exceeds the threshold value. If a neuron with outgoing synapses
fires, each synapse will increase its target neuron’s internal charge level after a period of
delay. Each synapse’s delay is proportional to its own (Euclidian) length, reflecting that
electrical signals propagate along neuronal axons with a finite speed. All neurons can
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have a leakage which causes charge level to decay, but this is disabled for this section, as
is our approximation of channel noise in the neurons (defined in the previous chapter).

Figure 47: In the pole-balancing task, a cart can be moved left or right within a bounded
area to keep an inverted pendulum upright (a). A 2-D embedding of a NIDA network
capable of solving this problem is shown (b).
The series of evolved NIDA networks were used to solve a common pole-balancing task.
In this task, cart on a 1-dimensional track can move left or right in a bounded area to keep
a weighted pole upright 167. The control system in this problem must take information
including the cart and pole’s positions (and possibly velocities) to determine whether the
cart must be moved left or right to keep the pole upright. While excluding velocity
information requires that the network demonstrate recurrent knowledge, this can be a
difficult feature to evolve, and to keep optimization times reasonable velocity information
was included in these optimizations.
In total, 34 NIDA networks were evolved with EONS which perform pole-balancing for
over 15,000 simulated seconds. This series of networks provided a set of topologies
which were known to be capable of the pole-balancing problem. The synaptic weights
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were then stripped from these networks in order to test the performance of CMA-ES and
EONS in re-discovering correct weights for these networks.
The cost of each optimization as it attempted to re-discover good synaptic weights is
measured in experiments as the total number of fitness evaluations (abbreviated F. Evals
in figures). While this does not represent the total cost of the optimization, fitness
evaluation can dominate overall computation time, particularly for complex tasks such as
navigation in a 3D environment. Thus, throughout this work we focus on utilizing it as a
metric of cost which should be minimized.
CMA-ES Hyperparameter Selection
It was first necessary to establish what hyperparameters lead to the best performance of
CMA-ES towards optimizing spiking neural networks. For all 34 networks, the expected
range of good hyperparameters determined from screening experiments was swept
through (𝜎 ∈ [0.1 − 0.5], 𝜆 ∈ [10 − 100]). For each set of conditions, the success and
performance of CMA-ES in re-discovering appropriate weights to solve the polebalancing problem was recorded over multiple (n=20) trials.
Overall, higher population sizes (λ) and starting variances (σ) appear to lead to less
successful optimizations, increasing the total number of failures exhibited across all
tested network topologies (Figure 48a). One interesting observation is that while CMAES was able to display successful results for most topologies, one some particular
networks it displayed no successes using any set of hyperparameters (networks 3 and 15,
Figure 48b). Additionally, starting with a higher initial population size carries the penalty
that all evolutions consume more evaluations (Figure 48c). The trend of higher λ and σ
values leading to more evaluations holds for individual networks, including those which
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occasionally exhibited failures (Figure 48d) and those which were always successfully
optimized (Figure 48e).
From this broad set of results, a small initial population size (𝜆 = 10) and small starting
variance (𝜎 = 0.2) were found to yield the best performance.

Figure 48: CMA-ES is applied to rediscover the correct weights for a network to carry out
a pole-balancing task. Its performance under different hyperparameters (population size
(λ), starting distribution variance (σ)) is investigated. Total number of failures for all
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network topologies is lowest when σ and λ are small (a). While some topologies can display
success under all hyperparameters, others encounter difficulty, and some could not be
optimized using CMA-ES at all (networks 2 & 15, (b)). Parameters which lead to fewest
failures also correlated with those which lead to lowest cost (c). Both failures and cost
appear to increase with increasing λ and σ (d,e). We utilize λ = 10 and σ = 0.2 as the
apparent best hyperparameters.
Performance of CMA-ES against EONS
Having established which hyperparameters lead to the best CMA-ES optimization runs,
we wished to compare its performance against that of EONS in the same task of rediscovering synaptic weights which yield high fitness at the pole-balancing problem.
To be able to more evenly compare results, we set equivalent processing budgets for each
method by restricting each to a total of 50,000 fitness evaluations. This can lead to a
variable amount of evolution epochs in IPOP-CMA-ES where population size changes,
but sets a strict limit of 50 epochs in EONS when a population size of 1,000 is used.
While EONS normally modifies both network structure and synaptic weights, it was
modified for this experiment to only change synaptic weights and create the starting
population entirely from copies of the single graph it was attempting to re-optimize.
First, we compare the total number of optimization failures demonstrated in 20 trials on
each of the 34 network topologies. For CMA-ES, these results are drawn from the subset
of optimizations using the best parameters (λ = 10, σ = 0.2). Through its subset of 680
optimizations, CMA-ES exhibited 61 failures (10.6%) to rediscover weights leading to
the highest possible fitness, compared to 61 failures of 680 runs for EONS (9.0%).
Although CMA-ES displays more total failures, they are limited to 8 out of the 34
topologies which appeared to be more difficult for it to optimize. EONS displayed fewer
total failures, but these were more broadly distributed across 20 out of 34 topologies
(Figure 49a).
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Figure 49: Performance of CMA-ES and EONS in optimizing spiking networks to rediscover good weights. Although CMA-ES displays a slightly greater total number of
failures, these are restricted to a few network topologies which it has difficulty optimizing
(a). In comparisons made between each successful run of CMA-ES and EONS on each
network topology, 98% of the time CMA-ES requires fewer fitness evaluations (F. Evals)
to determine good weights, and on average requires only 7% of the evaluations of EONS
(b). More detailed plots of the distributions of fitness evaluations required to discover good
synaptic weights for each topology are shown for CMA-ES (c) and EONS (d).
Furthermore, these failures come at a differing cost; EONS runs until it hits the limit of
50 epochs, but CMA-ES attempts to recognize situations in which finding a solution does
not seem likely (as previously mentioned, this is done by recognizing several stopping
criteria relating to the condition of the covariance matrix) 165. This allows CMA-ES to
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exit early on a predicted failure, without using the full number of evaluations allocated.
As a result, the total number of evaluations used by CMA-ES in failed cases is 30% of
those used by EONS (920,500 vs. 3,050,000, respectively).
During successful runs, it also is common for CMA-ES to use much fewer evaluations
then EONS to find the correct weights for the given spiking network topology. Measuring
the proportion of evaluations used by CMA-ES versus EONS for all successful runs on
each topology, 98% of the time CMA-ES used fewer runs than EONS, and displayed a
median performance of 7% of evaluations used by EONS.
This performance by CMA-ES demonstrates that it is potentially a useful tool to
determine the correct synaptic weights for a spiking network with a fixed topology, and
can often carry this operation out at a lower cost than an evolutionary method which does
not explicitly make use of information from the natural gradient (such as EONS). This
motivated us to investigate whether method from CMA-ES could be integrated within a
larger framework capable of simultaneously evolving network topologies and weights.

The Chimaera Optimizer
While we have demonstrated that natural evolution strategies (such as CMA-ES) can be
utilized towards discovering the correct synaptic weights for a fixed spiking network to
solve a given problem (e.g. pole balancing, data classification), these methods cannot be
directly applied to discover both the weight and topology of a network required to solve a
problem. However, we propose that by combining elements of the three evolutionary
systems overviewed in this work – EONS, NEAT, and CMA-ES – we can create a novel
evolutionary system which both allows network structure to be mutable and make well-
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informed weight updates to these networks by drawing information from their natural
gradient.
First, we have incorporated speciation and fitness-sharing methods from NEAT into
EONS. This allows sets of topologically-similar networks to be established within the
population. Next, we use CMA-ES to sub-optimize well-performing representatives from
the top species. As it incorporates three separate creatures into one whole, we term this
new technique the ‘Chimaera’ optimizer.
To accomplish this integration, we specify an efficient method for measuring a
topologically-related distance between two graphs embedded in 3D space and
demonstrate a novel method for detecting the correct compatibility threshold to speciate a
population. We detail design consequences of this integration, and present results from
the full Chimaera optimizer.
Optimization Process
Initialization
Although Chimaera follows the same basic steps as a generic evolutionary optimizer,
some of these are significantly modified. To begin with, it uses the same initialization
techniques as EONS, where networks are initialized from random graphs constructed
from a minimal set of neurons and synapses required to define the problem. The fitness
across all members of the population is evaluated, and then the population is speciated.
To speciate, we must first define the metric we use to measure distance between graphs.
Coordinate-Set Difference (CSD)
Although EONS does not employ innovation numbers to mark new feature they emerge,
graphs are embedded within a 3-dimensional space. This gives each unique neuron a
unique set of coordinates in this space, and each unique synapse a unique starting and
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ending point. Thus, to measure the topological dissimilarity between two graphs, we find
the cardinality of the symmetric difference of sets of neuron/synapse coordinates between
the two graphs. Essentially, this counts the number of neuron/synapses which are only
present in one of the graphs, and is very similar to the Levenshtein distance 168. We term
this metric the coordinate-set difference (CSD).
Additionally, CSD meets the mathematical requirements for a strict distance. Firstly, it
cannot be negative, and only identical topologies have a distance of zero. Second, the
metric is symmetric between graphs (as it uses the symmetric difference). Third, it is
subadditive, as the size of the difference between two graphs cannot be less than the sum
of the differences from either graph to a third graph. Thus, the metric meets the
requirements to measure a distance, and form a metric space which each graph exists
within. This fact is utilized later to assist in gaining insight into population dynamics.
CSD can be efficiently measured within the current implementation of EONS, and
operates in linear time. This is accomplished by utilizing the fact that the coordinates of
each graph’s neurons and synapses are already sorted, and a pair of iterators can compare
and match values in linear time.
Speciation
For each graph in the population, its distance from representative of each species in the
kingdom is measured using the CSD metric. If its distance from all representatives is
greater than the user-defined compatibility threshold, a new species is created containing
it. After all members in the population have been speciated, the kingdom is reviewed to
inspect whether extinct species (containing no members in the current population) exist.
If they exist, these species are removed from the kingdom. If no member of the species
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displays a performance greater than the species’ previous champion, the species is
marked as stagnant.
Synaptic Optimization
Having defined the species living in the current epoch, the best-performing species pass
their champion member (the member with highest fitness) into a separate CMA-ES
optimization routine. This routine takes the champion’s fixed topology, and only adjusts
its weights (and, optionally, thresholds) to improve the network’s fitness.

Figure 50: Illustration of how Chimaera integrates CMA-ES to attempt to improve one top
species.
It is crucial to set a reasonable budget for this sub-optimization phase, and find that
setting a budget for each species equivalent to the cost of an overall epoch is a good
starting point (for instance, if the population size is 1,000, the CMA-ES sub-optimization
has a limit of 1,000 evaluations). Additionally, we only submit the top 1 or 2 species in
the kingdom for sub-optimization. Better results can also be obtained by only using this
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sub-optimization after an initial burn-in phase of 2 or more epochs, which establishes a
baseline performance which can be improved.
The sub-optimization represents a significant investment into exploring the capability of
a fixed topology to solve the given problem. As a result, if the sub-optimization does not
reach the fitness goal, it is likely that alternative topologies to solve the problem should
be tested. If the sub-optimization resulted in improved fitness values, the species is
marked as explored.
Exploration
Species which have been marked as explored have all members but their champion
structurally mutated until their distance to it is greater than the compatibility threshold.
This process is designed to encourage new features to emerge, and discourage solutions
from clustering in an area of the solution space which the sub-optimizer has already
heavily explored.
Selection and Reproduction
Each species is assigned a number offspring in the next generation which is proportional
to the sum of its members’ fitness out of the entire population’s summed fitness (a
species whose members produce 40% of the total fitness will have a number of children
equal to 40% of the population size). However, a species which has been stagnant for
more than a certain number of epochs (generally 2-5) are not allowed to have any
offspring, making the species extinct in the next epoch.
The next generation is created by first copying the champion members of each species
into a new population. Any remaining offspring available to a species are obtained

137

through crossover, merging, and duplicating graphs at user-defined rates. Crossover can
be done preferentially inside of species, but we find that the best results do not come
from limiting interspecies crossover in our runs.
Then, all child graphs except champions have a chance to be mutated with a user-defined
chance. Any shortfall between the number of members in the population and the desired
number, due to extinctions or rounding errors from fitness-proportional reproduction, is
made up by inserting new random graphs into the population.
Having created the next population, the process repeats until a suitable solution is found,
or the allocated number of epochs is exceeded.
Inspecting Populations through Computational Topology
One challenge in applying speciation to evolutionary optimization is determining
hyperparameters such as the compatibility distance. Too small a compatibility distance
will lead to a multitude of species emerging that could potentially over-protect unsuitable
solutions. Too large a compatibility distance, and all solutions will end up lumped inside
of one large species, effectively making the optimization act as though speciation is not
being utilized at all.
Often, the best compatibility distance can only be established by empirical
experimentation to observe what leads to the best results. However, using concepts from
computational topology and the metric space which each member of the population exists
in, we demonstrate a novel method which can be used to directly observe the dynamic
behavior of a population being involved, including observing effects different speciation
parameters produce in an evolutionary process.
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Using the CSD metric, the distance between every member in the population can be
calculated. Using this information, the set of members which exist within a certain
distance of each member can be calculated. This information can be used to create the
Vietoris-Rips complex of population members for any positive diameter (δ) 169. The Rips
complex is a simplicial complex, where a simplex can be thought of as a structure that
indicates which members of the population can ‘touch’ at the given diameter.
Subsequently, the homology of the Rips complex can be calculated, which captures the
overall ‘shape’ of the complex. One useful low-dimensional homological feature is the
number of connected components in the complex.

Figure 51: Illustration of the principles of persistent homology applied to characterizing
evolutionary optimization. Graphs with a defined distance between each member exist in
a metric space (a), which can be used to define a Vietoris-Rips complex (b). A Rips complex
describes which points are ‘connected’ to one another within a diameter. As this diameter
changes, the homology of the Rips complex changes (b). Initially all points are unconnected
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(𝛿=0). Graphs 1 and 2 become connected at 𝛿=1, and all components are connected in a
2-simplex at 𝛿=2. These changes in the persistence of each feature across distances are
summarized by the barcode plot (c).
Any members which exist in the same connected component could potentially belong to
the same species. Conversely, members which are not connected through a simplex
cannot belong to the same species. As a result, the number of connected components in a
Rips complex constructed from the members of a population can set a lower limit on the
number of species which could emerge at the given distance, though the actual number
will depend on which graphs are randomly chosen to be representatives during
speciation.
While a single Rips complex can tell us about the speciation possible at a single
compatibility threshold, we would like to examine how the lower bound on the number of
species changes as this is varied. Persistent homology provides a convenient toolset to
examine this.
For each distance δ, a different Rips complex is produced as different sets of graphs will
be ‘touching’ and considered connected (Figure 51b). Starting at a distance of 0, the
number of connected components (the first Betti number) is equivalent to the number of
members – none of them are connected. But as this distance increases, more and more
graphs are within this constant diameter of one another. By increasing distance and
observing what simplicial features emerge, the persistence of the features is being
investigated43. Barcodes summarize the persistence of topological features by displaying
what distance each emerges at, and when it (possibly) disappears (Figure 51c).
To directly observe how the points in a metric space can influence barcodes, the
difference in barcodes between a set of data with one cluster (Figure 52a) and two
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clusters (Figure 52b) can be observed. All clusters exist within a small radius, and as the
distance used to construct the Rips complex expands, more of these points quickly fall
within the same connected component. However, when two separate clusters exist, a
higher distance is required to make the final connection between two complexes to form a
single connected component (Figure 52b). This is reflected by the existence of a single,
high-valued barcode resulting from the data with 2 clusters (Figure 52d).

Figure 52: An example is shown of how barcodes can be used to interpret the structure of
data. A single cluster of points (a) becomes fully connected when even a small radius is
used to construct a Rips complex (b). However, when the data contains two clusters (c),
these separate connected components only become connected at a higher distance
(indicated by the length of the 49th Betti number’s barcode, highlighted red (d)).
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Population Barcodes (PB)
By examining the barcode of connected components, we can directly observe the lower
limit on the number of species which can arise in the population. We can also gain insight
into the overall population diversity and inspect inter-generational dynamics. This
method is not limited to the graphs of spiking networks, but can be applied to any
optimization process where candidate solutions can be placed into a well-defined metric
space.
A population barcode (PB) shows that during the starting epoch of an evolution, all
members of the population are fairly evenly spaced from one another (Figure 53a). This
is an expected result of the fact that all the starting members of the population contain a
fixed number of neurons for inputs/outputs, and a random number of additional neurons
and synapses. Each of these graphs is unlikely to be similar to another, and so this very
even distribution of starting candidates is created (Figure 53a).
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Figure 53: Application of persistent homology to identify overall genetic diversity of a
population of graphs. The initial population of random graphs is evenly spaced (a). The
population can quickly converge towards solutions which display a higher fitness (b),
whose genetics come to dominate the population when no speciation is applied. Summing
all barcodes in an epoch can capture the diversity of the population through time (c).
Similar trends in genetic diversity are seen across multiple optimization runs (d).
However, many of these initial random graphs display very little utility towards solving
the problem at hand (here, the pole-balancing problem). Candidates which display even a
slight fitness advantage can come to dominate the problem early on, which causes a
collapse in the population towards these points, whose genetics dominate the next epoch.
This can be observed in a later generation’s PB, which shows that many members exist
within a small radius of one another (Figure 53b).
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To create a metric which measures the total amount of genetic diversity present within a
single generation, we can sum the length of the barcodes produced by analyzing a single
epoch’s population. When many significantly different solutions are present, the distance
between these members is large, and a long barcode is produced. When many similar
solutions are present, their distance between one another is short, producing small
barcodes. The reduction in genetic diversity through PB sum can be seen in a plot of this
quantity through epochs (Figure 53c). By inspecting trends in PB sum, we can examine
the effects which speciation and other changes produce in an evolutionary process
(Figure 54).
Inspecting the Effects of Speciation
Particularly, we can use this metric to inspect what effects changing compatibility
distance produce in the population of an evolutionary process over time. While results
from multiple trials indicate that a distance of 25 is optimal (Figure 54a), PBs can show
why this is the case. As previously mentioned, the distance between random graphs is
usually 25 or slightly greater (Figure 53a). A compatibility distance greater than this will
cause random graphs to be included in existing species, and this will likely lead to
members with significantly different behaviors and topologies being improperly included
in the same species. This can lead to issues in convergence, as if these large species
stagnate, they will be restarted, effectively erasing the potential progress made in a large
portion of the population. In contrast, a smaller distance than 25 may lead to too many
species being created in the population. While this will protect genetic diversity in the
population (as seen in the PB sum (Figure 54b)), much of this genetic information will
not be useful for constructing good candidates, and prevent convergence. Thus, the
distance between random graphs (as measured by the CSD metric) seems to the best
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threshold for speciation, and we use it for subsequent speciated runs. This distance
depends on how random graphs are constructed, and can change for problems with
greater or fewer inputs.

Figure 54: Results displaying the effects which different compatibility distances have on
the population of an evolutionary optimization and its chance of convergence. Trials of 30
runs at each compatibility distance showed that only a distance of 25 performed
comparably to runs without speciation (a). Lesser distances likely over-protect badly
performing members and prevent convergence (b,c). A distance slightly less than that
between random graphs will prevent too many members from being speciated together (d).
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Too large a distance can group dissimilar solutions, and cause many members of the
population to restart when this species stagnates (e). Barcode sums can additionally be
used to diagnose program runtime issues, such as when a bug caused the entire population
to continually restart (f).
Additionally, PB sums can be used to identify issues in evolution arising from improper
parameters or glitches. In one case, a species containing the entire population was
continually restarted every epoch due to a programming error, and this issue was
diagnosed by observing unusual trends in the PB sum plot (Figure 54e).
Results
Using conditions determined by the work presented here, runs were made comparing the
performance of the Chimaera optimizer and the EONS optimizer. The sets of runs being
compared were initialized from the same seed values to re-create initial conditions as
closely as possible. To re-summarize the problem, both optimizers had to discover both a
suitable network topology and the weights of that network to solve a pole-balancing task.
EONS only changes weights through genetic mutation, but Chimaera speciates the
population and uses CMA-ES to attempt to improve its champion member. The
parameters used for these runs are summarized in Table 3.
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Table 3: Parameters used to compare the performance of EONS and Chimaera at
optimizing spiking networks for the pole-balancing task.
Parameter
Value
EONS & Chimaera
Merge Rate
10%
Crossover Rate
50%
Tournament Size
10%
Mutation Rate
90%
Random Factor
5%
Population Size
1000
Chimaera Only
Burn-In Epochs
2
Max F. Evals
1000
Compatibility Distance 25
Co-Optimized Species 1
CMA-ES λ
10
CMA-ES σ
0.2
Interspecies Crossover 75%

Over 18 runs, there was no significant difference between Chimaera and EONS in either
the number of epochs required to converge to a solution (Figure 55a), the number of
fitness evaluations used (Figure 55b), or the overall failure rate (1/18 runs failed for
both).
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Figure 55: Comparison between runs of EONS and Chimaera to create spiking networks
to solve the pole-balancing problem. No significant difference is seen in the epochs
required to converge to a solution (a) or the fitness evaluations used to reach a solution
(b).
Plots of fitness by epoch show no major differences, and both optimizers encountered
situations in which populations stagnated around a mediocre solution, despite the efforts
to avoid this in the Chimaera optimizer by using speciation and forcing networks to
mutate. Even though utilizing CMA-ES to optimize fixed spiking networks led to much
speedier convergence in testing, it appears this implementation of the Chimaera
optimizer’s integration of CMA-ES did not improve efficiency for evolving fully mutable
spiking networks.
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We believe that the lack of difference in performance between EONS and Chimaera lies
on a key issue: the distance metric (CSD) which we use to speciate graphs. While a single
neuron can make the difference between a network which is able to do an XOR
classification and one which is not, we cannot set the compatibility distance at a scale
which would recognize this difference, as every unique genome would have to be placed
into its own species. Phenotypic speciation is likelier to be a much stronger basis for
speciation, as it recognizes species by the different abilities which they display and not by
genetic basis alone; this methodology has been shown to be a powerful tool in EO 40.
Applying a phenotypic speciation instead of a genomic one in Chimaera could greatly
improve its ability to distinguish between candidate which show unique abilities, and
slight variations around mediocre candidates whose slightly-varied genetics come to
overly dominate the population.
Additionally, this test case did not take advantage of one of the key features of the
Chimaera optimizer, in that it can avoid calculating the genotype-phenotype conversion
during the co-evolution phase. This may give it advantages when this conversion is
difficult due to connectivity restrictions in a target neuromorphic architecture. The total
number of fitness evaluations may be comparable, but if this conversion is avoided then
wall-clock optimization time may improve.
Chimaera also only represents one attempt to integrate CMA-ES within a larger
framework; there may be more efficient ways to incorporate it in a structure which
simultaneously evolves graphs.
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Conclusions
Given the different mathematical tools available for the tasks of evolving structure and
weights of a graph, we wished to explore whether incorporating a specialized weightoptimization step within EO could be beneficial to its operation.
To test whether CMA can out-perform standard EO when selecting the normalized
synaptic weights for a network with fixed structure, solution networks for a polebalancing control problem were stripped of their weights, and optimized to re-discover
the correct values. Initial experiments determined that small generation sizes and a
narrow starting distribution (λ = 10, σ = 0.2) yielded the best CMA runs. Furthermore, we
found that with these parameters, successful optimizations required only 7% of the fitness
evaluations required by a standard evolutionary optimizer. Within networks successfully
re-optimized by both methods, 98% of comparable runs took fewer evaluations under
CMA.
This motivated us to incorporate CMA as a sub-technique within the larger EO
framework. EO remains responsible for high-level exploration of network structures, but
well-performing species within the EO have their champion network passed to the CMA
optimizer, which attempts to further refine these networks’ parameters to increase their
fitness. Additionally, if this species does not show improvement with the additional
search effort of CMA, it is removed from the population. We named this scheme the
Chimaera optimizer, and implemented it by modifying the EONS optimizer.
We introduced a method to inspect the genetic diversity of solutions within an
evolutionary optimization, and showed that this method can be used to detect appropriate
compatibility distances and diagnose issues.
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However, comparison runs between the Chimaera optimizer and standard EO failed to
show any significant difference. We believe that this is due to the distance metric
between graphs failing to appropriately speciate members of the population. Future
optimization methods which aim to integrate natural evolution strategies such as CMAES into creating spiking networks may benefit from this method using a different
distance metric, or a different integration approach. Nonetheless, we believe that the
strong performance of CMA-ES on optimizing fixed spiking networks shows that it could
have important applications in neuromorphic computing.
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Chapter 6: Conclusion & Acknowledgments
With the end of Dennard scaling and Moore’s law, future computing platforms must
utilize new methodologies to expand capabilities. Neuromorphic computing aims to
harness the same principles used in biology – computation via neurons, synapses, and
spikes – to enable ultra-low power processing of complex data.
Mapping biological circuits of neurons is currently an area of great interest, with
advances being made in imaging these systems. However, we also require powerful tools
to analyze the functionality of these circuits. Transfer entropy is an information-theory
based metric which is used in multiple areas, including neuroscience. We demonstrate a
novel method to test the statistical significance of a transfer entropy value by Markov
chain Monte-Carlo sampling of its underlying joint distribution. This enables powerful
testing of what transfer entropy values in a circuit represent potential links.
Just as biological systems are constructed from imperfect components, so must any
artificial neuromorphic system be able to withstand imperfections in its hardware. One
such imperfection which it may be crucial to overcome is the ability to withstand
inaccuracy in devices operating as synapses. By mathematical analysis of integrate-andfire neurons and experimental demonstrations, we show that stochastic operation of the
neuron can be used to overcome synaptic inaccuracy. This principle could motivate
further inspection of stochastic networks.
Spiking neural networks are relatively uncommon in comparison to artificial neural
networks using neurons with continuously-valued activations. This is mainly a result of
the fact that the differentiability of continuously-activated neurons allows
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backpropagation to be allowed to train a network, and this training mechanism forms the
backbone of enormous explosion of neural systems which has been observed over the
past few years. Efforts to translate this ability to spiking systems are ongoing, and we
explore the applicability of covariance matrix adaptation evolution strategies (CMA-ES)
to train spiking networks. We find that while CMA-ES can display good performance on
training fixed spiking networks, it is challenging to efficiently integrate it into an
architecture which can simultaneously explore network topologies. Additionally, we
introduce a tool which can assist in inspecting the dynamics of an evolving population.
We believe that these contributions can provide guidance in future methods of optimizing
spiking networks.
While neuromorphic computing is an extremely promising area, we believe that future
improvements are dependent on advances in several key areas. We believe that we have
demonstrated significant contributions towards improving biological understanding of
neural circuits, constructing neuromorphic systems from non-ideal components, and
training spiking networks to do useful work.
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