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Abstract
Despite the large number of shape-from-shading studies, the degree of veridicality
with which observers perceive real 3D objects from shading cues has not been
examined. Six observers viewed semicircular, triangular and trapezoidal corrugations
in depth made from gray cardboard of approximately uniform reflectance, presented
in a fronto-parallel plane. The object, placed inside a box, was illuminated solely
from its top-left or left by a point light source. The corrugations were seen through
an aperture that masked their terminating contours and the light source. Observers
were asked to draw the depth profile of the object as if it were seen from above.
Using a computer mouse, they drew on a computer screen placed just below the
object. They also indicated the orientation of the object and the location of the light
source. In the first condition, the objects were viewed monocularly; in the second, a
white matte sphere was placed in front of the objects to help in locating the light; in
the third, the task was repeated with binocular viewing. Drawings revealed that
observers were quite accurate in inferring the objects’ shapes when viewing
binocularly. There was more variability among the observers when objects were
viewed monocularly, with some systematic trends: 1. Most observers were able to
recreate the veridical shapes despite monocular viewing. 2. The drawn shapes often
differed from the shape of the luminance variations across the objects, thus rejecting
heuristics such as “dark is deeper”. 3. In the absence of cues to light direction,
observers did not tend to resort to a “light from above” prior. 4. While binocularity
heavily aided the extraction of the true shapes, knowledge of the illuminant
direction did not. However, even though the exact location of the light source did
not aid in extracting 3D shape, when oriented at a horizontal level, the light source
did aid in perceiving 3D orientation.
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Introduction
Imagine taking a walk outside on a sunny day. Within your well-known environment, you are
able to smoothly calculate the features of your surroundings. You obtain a fairly accurate
knowledge of the color and texture of your object of interest: a freshly clipped melon you wish to
eat. The only cues you have to rely upon are the angle of the light source hitting the melon’s orb,
the symmetry and reflectance properties of the surface with which that light interacts, and the
radial interactions within the photometric system thereof. It is the weeding out and recognition of
the melon’s shape from its shaded form that allows you to understand its features and relationship
with its environment, which you need in order to reach it.
In addition to the light interactions, the stereo cues present in your natural environment
make the identification of the contours of the fruit, and therefore it's shape, rather simple. If you
were to look at a photograph taken of the melon, the pictorial (or monocular) cues would make the
task just as simple. Many of these cues are familiar to us since they have been so extensively studied
by artists as they endeavored to depict the world. They include occlusion, linear perspective, aerial
perspective, texture gradients, and shading [Gillam et al., 1988; O’Shea et al., 1994; Schlosberg,
1941]. The latter is a topic area that remains obscure in our understanding of its influences on
procuring depth and shape.
Although computer models exist, how the brain computes a shape from a shaded sensory
input largely remains a black box. In the proceeding paragraphs, we will attempt to describe the
input that feeds into the process of deciphering shape from shading, how properties of this input
have been used to solve the problem of the black box, and why past attempts have not proven
optimal. We conduct an experiment that allows subjects to experience and analyze real 3dimensional objects illuminated by a real light source placed at a constant angle. Our stimuli allow
for a natural interplay of light with 3D objects made up of simple shapes that we are used to seeing:
semi-circular, triangular, and rectangular. We examine how patterns of shading are formed in real
life settings, what information those patterns convey, when that information is sufficient for shape
recovery, and when there is enough of it to judge illuminant direction and geometry.

Natural Shadows
Shade is produced by a multitude of variables and can thus be defined in many ways. The
classic stimulus used to describe the effects of shading is a Lambertian surface of uniform, diffuse
light reflection. “When a [Lambertian] surface is inclined with respect to the direction of [its]
incident rays, the number of incident rays per surface area (the irradiance) decreases and is
proportional with the cosine of the inclination. This is usually referred to as [classic] ‘shading’; or
the (surface) ‘attitude effect’” (Koenderink et al, 2004).
Body shadows, cast shadows, form shadows, asperity scattering, and vignetting are the types of
effects caused by light we tend to consider “shadows.” Consider a Lambertian sphere illuminated
by a collimated (directional) light source. The portion of the sphere that is not illuminated appears
shaded. That portion is termed the object’s “body shadow” and its edge is indicative of the nature
of the light source (Koenderink et al, 2004). “Cast shadows” (or reflex shadows) are faithful to the
verb that describes them -- they are caused by external sources in the environment. Artists make use
of them to show how the objects in a particular scene interact with each other, and thus tie a
picture together. If an object occludes the path of a light source, the resultant shade apparent by
virtue of occlusion is called a “vignette” [Figure 1]. “Form shadows” may simply be regarded as cast
shadows caused by the texture of the object itself: consider a crumpled piece of paper or a woven
scarf. Contrarily, “asperity scattering” is something that gives rise to a “brightening of [otherwise
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shaded] contours” (Koenderink et al., 2004). If a surface is covered with a high density of “fuzzy”
texture, such as the hairs on a peach or a flower, all those tips will be illuminated; light scatters,
allowing for less shade and a lesser portrayal of volume. This may lead an observer to perceive the
object as more shallowly convex than it really is. The object may even be perceived as a flat surface
if the observer is unaware of its identity and the environment is poorly lit with guidance (see Figure
2).

a).

b).

Figure 1. a). Input of light is perceived from left. The shaded area of the ball is the sphere’s “body shadow.”
The shaded area on the surface it lies upon is the shadow the ball (the external object) casts upon the
surface. b). The reason we see darker patches on the inside of the figure’s hat and below its folded arm is
because those portions of the figure are arranged in such a way that block the input of light in its path. The
shadows aren’t cast by any external source, nor can they be considered “body shadows” since they are not
an indirect effect of what the light happened to hit. (Koenderink et al., 2004)

Figure 2. At left, a nectarine with a glossy surface. At right, a peach with a fuzzy surface and asperity
scattering. Notice the lack of body shadow due to the scattering and thereby, the lack of volume information,
making the peach appear essentially flat. (Koenderink et al., 2004)

Priors
All objects are either directly or indirectly illuminated. Indirect illumination occurs with
inter-reflections among the surfaces of an object or its environment-- i.e.: form or cast shadows.
One usually has access to the direction of the light source when deciphering what the environment
is doing to the objects in question. An observer would thus be able to easily tell which shadows are
caused by the light itself and which are indirect. As a result, the observer will be able to put
together the object’s shape and orientation. The derivation of shape from shading is best employed
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when a scene is well defined. It behooves us to explore what happens to shape from shading when
observers cannot see the way the shadows shown to them interact with their environment.
A number of studies have simulated poorly articulated environments with hidden
surroundings and no cues to light direction in order to examine a priori assumptions we tend to
when we don’t have access to the real-time interactions of an object with its surroundings (Hoeim
et al., 2007; Liu and Todd, 1986; Mingolla and Todd, 1986; Saxena et al., 2008). Examples of these
assumptions are explored below.
As witnessed with the Necker cube illusions, we seem very determined to interpret 2D images
as 3D representations (Shapiro and Stockman, 2000; Snowden et al., 2006): although the cubes in
Figure 3a consist of a rather simple array of drawn lines, it is hard to perceive the array as anything
other than 3-Dimensional. Figure 3b shows an impossible staircase; while we know it is impossible,
we tend to perceive it as 3-Dimensional.

a).

b).

Figure 3. a). We tend to see the array of lines not as those on a flat plane but as those constructing a cube.
b). The impossible staircase: despite knowing that this is an impossibility that is something which can only
be drawn, we still like to perceive it 3-Dimensionally. (Snowden et al., 2006)

When light and shadow are introduced to 2D pictures, we interpret each image as a display of
depth edges. However, the perception of an object’s shape and the way the light hits it aren’t always
inter-dependent (Mingolla and Todd, 1986). People have shown to change their perception of a
constant object as lighting direction changes. The surface shape might not appear stable due to the
fact that observers do not tend to naturally perceive a shape based on directional light. Observers are
well influenced by light in well-defined scenes where reality is weighted over priors (Morgenstern,
Murray, and Harris, 2011). For poorly articulated scenes, however, shape from shading mainly
resorts to a priori knowledge. The famous crater illusion (Rittenhouse, 1786) depicts one’s
tendency to think light to diffusely come from above. Dark points in an image are hence attributed
to deep dips in the shape of an object, meaning that the body shadows seen would indicate depth
changes rather than shading of a flat surface [Figure 4].
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Figure 4. Top circles are seen as embossed while the bottom ones are seen as concave. (Klefner et al.,
1992)

While one is well influenced by directional light cues, such as cast and body shadows, studies
done by Liu and Todd (1986) confirm that one is still ruled by perceptual heuristics when global
scenes disappear from view. Liu and Todd also found that their observers still tended towards the
crater heuristic when counterintuitive cues, which included cast shadows, were present. In fact, for
one of the more recent computer vision models created by Barron et al. (2012), removal of any
priors had a negative effect on the algorithm’s performance over grayscale images taken in the real
world. Such an attachment to priors can give rise to perceptual conflicts in poorly articulated
scenes, as we later describe with figure 7, and as we have observed with our experimentation.
However, we will also see that observers are at times able to circumvent the conflicts.

Shade vs. Reflectance: the interaction of objects with light
In order to derive an object’s shape it is important to know how to differentiate a body
shadow (be it an indication of depth or something that falls on an unbent surface) from a change in
reflectance. Albedo is defined as the human perception of reflectance. There has yet to be evidence
of observers being able to directly extract albedos seeing as our brains are not mathematical and do
not use reverse optics models (Robilotto and Zaidi, 2006; Barron et al., 2012). Instead, observers
are able to make perceptual inferences by judging relative brightness and contrast (Robilotto and
Zaidi, 2006). A sharp contrasted edge is usually indicative of a sharp change in contour - perhaps in
that way drawing out a change in an object’s shape. However, a stark enough contrast between a
region hit by light and the resultant body shadow right next to it may also occur on a flat surface-the body shadow need not be a dip. Under the circumstances of an open environment, an observer
would be able to differentiate between a body shadow that indicates a bend and one that falls on a
flat surface – simply because an area right next to the flat surface might undergo a shape change
and reveal a much darker contrast change than the area before it. The observer would define the
latter area as a body shadow caused by a dip in depth.
It is important to consider that the stark change in light may be indicative of a reflectance
change instead of a body shadow. Lateral inhibition between the contrasted edges will not help one
differentiate between the two, for the phenomenon affects both types of edges equally [Figure 5].
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a).

b).

Figure 5.
a). Reflectance edge: notice the thin band of lighter gray just around the dark circle.
b). Shaded edge: Notice the thin bands of lighter gray right around the dark cylindrical shadows.
((Taken from Google Images; source unknown).

Looking at an edge alone without information coming in from the surroundings
makes it difficult to differentiate any shaded edge from a reflectance edge. Take, for example, the
peacock feathers shown in Figure 6a. Try and imagine where the black parts of the image are
coming from: would you label them as body shadows, cast shadows, or the true color of the feathers
in those areas? All possibilities are quite likely.

a).

b).

c).

Figure 6. Color or shade?
a). Dark part of the peacock’s feathers may be interpreted as intrinsically black feathers or shaded green
feathers. (Duarte, 2008).
b). The darker side of a wooden sculpture of a paper bag may be interpreted as a fold in the sculpture or a
darker brown flat solid. It happens to actually be the latter. (Picture taken by the author).
c). All cues from the external environment are excluded. It would be impossible for one to logically deduce
and separate the color of the light source from the remaining inter-reflections. (Kruger, 2013).

The luminance of a surface – that which is judged while extracting information about the
surface’s structure – consists of a multiplication of its illuminance and reflectance properties
(Adelson and Pentland, 1996), like so:
L (x,y) = R (x,y) S (x,y)

(1)
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L is the overall luminance of the surface, R is the reflectance (or color) inherent to the surface, and
S is the shaded image formed by the object’s illumination; x and y are indicative of all the points in
the image.
When we observe the overall luminance of a surface, we must perceptually discriminate
between its component variables (reflectance, shade) in order to observe it correctly (Adelson and
Pentland, 1996). Adelson and Pentland argue, as do many, that “one must decompose the image by
‘making assumptions about regularities in the natural world’ “ (ie: a priori knowledge). As we had
mentioned towards the end of our ‘Priors’ section: when the environmental cues to confirm one’s
regularities are gone, the salience of an observer’s tendency towards these a priori assumptions is
precarious and illusions arise. Consider Figure 7 for a nice demonstration.

Figure 7. It is very difficult to judge the true color of the horse if one cannot see how the rest of the
environment is affected by the light source. Thus, in the images displayed here, the horse’s perceived color
ranges from a muted brown to gray to off-white to spectacularly white. (Taken from Google Images; source
unknown).

False inferences about environmental cues, such as the direction of the light source, would
lead one to come up with variable shape conclusions, especially if the object increases in
complexity. If an observer was dealing with a more complex object (ie: an elongated sinusoid
instead of a simple sphere) and had to define ambiguous edges that composed its contour- whether
reflectance or shade – he or she would generally depend on using a global knowledge of the world
to come up with a definitive conclusion. If global cues like the direction of the light source or the
object’s edge contours are unknown, the black box may apply different interpretations at each
point of the object because global interpolation fails (Horn, 1970). Doing so might cause the
interpretation of each of the segments to contradict each other since each segment will have been
defined on the basis of local assumptions. If the local derivations clash with each other, the
resultant picture will seem not to make sense (consider Figure 3b). Other studies, however, found
that even when one global cue such as the illuminant direction was made known to their subjects,
“the local surface structure [still] could not be estimated uniquely” (Erens et al., 1993) – the
experimenters used concave and convex, as well as hyperbolic and elliptical objects.
Sinha and Adelson (1993) proposed a two- part global analysis strategy that follows an initial
local junction analysis. A person first commits himself to a confident classification of an edge -- a
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reflectance or shading edge. In order to classify the edge, the observer must divide the object into
homogenous regions that fit his or her priors and then refine the classification by considering
external stimuli like light (Blicher, 1984). The observer then a). conceives a set of possible 3D
configurations of the object (by first taking pure reflectance into account), and b). tests each one of
them out to see which geometric structure is most consistent with the gray-level shading pattern of
the image.
One possibility for how the visual system may perform a local junction analysis is by taking
isophotes into account. Humans are very good at detecting differences in relative brightness levels
(more-so than absolute). Isophotes are points on a surface that are equally illuminated. They would
allow an observer to map out the homogenous regions of a structure before determining its
connecting contours. They are thus great cues for forming a symmetrical buttress- although the
truth of this has never been tested in humans.
Equal illumination of surface points gives rise to the existence of isophotes because surfaces
are assumed to be perfectly Lambertian in classical shape from shading theories, as written above
(Koenderink et al, 2004). This would mean that the number of incident rays per surface area (the
irradiance) is perfectly proportional with the radiance received by the eye. These are assumed to be
vignetting-free instances as well, where nothing occludes the light’s path to any other point on the
surface. The radiance that is then accepted by the eye isn’t affected by anything besides the angle
between the local surface normal and the net flux vector of light. Consequently, all surface points
with the same “attitude” (or inclination) will send the same radiance to the eyes so that they can
group those surfaces equally. If these surfaces have so-called “wrinkles” or “folds”, they will show up
as critical points and will so allow a person to differentiate between surface minima and maxima
(concavities and convexities) or saddle points on the isophote map.
As we mentioned earlier on in the section on priors, shape constancy fails with changes in
lighting direction (Mingola and Todd, 1986). One explanation purported earlier is that the shape
becomes unstable because observers do not tend to naturally perceive a shape based on directional
light; they are only influenced by it in well-defined scenes and usually resort to the crater prior in
poorly articulated scenes. Yet one can also envision a change in lighting direction as a change in
object direction, since changing either would effectively produce the same image. Let us take the
following paragraph into consideration:
There is the one heuristic where dark means deep, but there is another too: Sun and
Schofield (2012) bring attention to the existence of a linear relationship between luminance and
surface orientation, where areas of highest illumination are oriented most directly to the light
source. Different levels of isophote patterns (each of a different illumination intensity) could
therefore be formed, leading to an array of surface maxima and minima. Sun and Schofield also
highlight that we seem to switch between our crater heuristic (where light is diffuse and dark is
deep) and the above-mentioned model of object orientation being proportional to luminance. This
inconsistency should explain observers’ variation in shape constancy as the light source changes.
We would go as far as to say that this touches upon the same dilemma of one’s being influenced by
circumstances of directional light sources vs. diffuse.
The following questions remain unanswered: if all cues besides an object’s shades and
induced reflections are eliminated, would the visual system easily be able to distinguish between
cast and body shadows from the radiance distribution? How telling would the shading cues be
alone? Without context clues of object contour or the location and identity of the light source
(whether point or diffuse), what shape might a person be inclined to deduce from an object’s
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image? Would observers’ color constancy remain viable if the light source is not only unknown but
may not be varied in order to deduce information based on the lighting effects? What would be the
minimum amount of information necessary to disambiguate any illusions, if risen? Numerous
explorations in computer vision have tried to explore and construct visual models that compiled
and computed all cues necessary to determine shape. However, most have failed when their
functions were applied to different environmental settings and most found it impossible to include
all the cues into their algorithms without causing errors and complicating their results. When the
most recent algorithm written by Barron et al. (2012) made shade its primary cue, it proved most
successful in its consistency. We thus directly explore what happens in the human mind when the
mere cue of shade is used.

Materials and Methods
Stimuli
As stimuli we used real objects lit with tungsten illumination. The objects were either
displayed alone or accompanied by a matte sphere at front. A total of 6 stimuli were produced.
Real objects
We created real 3D objects that were uniform in reflectance. Either cardboard or paperboard
was used to make three types of waveform corrugations: semicircular, triangular, and square. Each
object was presented upright so that the depth varied along the horizontal dimension [Figure 8b].
The Corrugations:
Semicircular corrugations
We cut an artist’s tube matted with white absorbent kraft paper into seven semi-cylindrical halves
measuring 16.7cm in height, 9 cm in width, and 4.5 cm in depth. The pieces were juxtaposed in a
sinusoidal variation and held together with mini binder clips at top and bottom. In all, four
concavities and three convexities were produced.
Jagged and square corrugations
Sturdy, yet bendable white paperboard, 0.2 cm in thickness, was cut into two halves measuring 27
cm in height and 81.5 cm in length. The first half was bent into eight 10.3 cm faces to make a
jagged corrugation with three protruding edges. The second half was bent into nine 9 cm faces with
three protruding rectangular planes, hence producing the square-wave shape.
*Each of the corrugations was mounted - with tape- onto rectangular cardboard strips cut to match
the length and width of the corrugations. The strips were spray-painted with a matte black paint to
avoid extraneous reflections. They were created for greater ease in handling the objects when
moved back and forth during experimentation.
Reflectance
We evenly applied a soft pastel of grey Rembrandt PY42/PBk7 pigment onto 3 sheets of
white drawing paper cut to 27 cm in height and 92 cm in length. The sheets were mounted onto
each of the three corrugation templates and held together by mini binder clips.
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(a)

(b)
Figure 8. (a). Uniform grey reflectance pattern. (b). Sheets of uniform gray reflectance mounted over each of
the corrugations.

Setup
A rectangular opening, 30.3 cm in length by 9.2 cm in height was horizontally cut onto the
side of a cardboard box (the “observation” box) measuring 60 cm in length, 55 cm in width, and 56
cm in height. The opening was bordered 15 cm from each side of the box and 21 cm from the top
of the box. This rectangular opening would border the view of the objects. Another opening, oval
in shape with a 17 cm horizontal length and a 9 cm height was cut into the center of the other side
of the box, made to face the observer. The opening was bordered 21.5 cm from each side of the box
and 24.5 cm from the bottom of the box. Monocular and binocular apertures, 1x1 cm and 1x10 cm
respectively were cut into black construction paper and placed on top of this oval opening for the
observers to look through during experimentation.
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The observation box was positioned in front of a second box (the “object” box) that held the
object so that upon peering through the oval opening one would be able to see into the
aforementioned rectangular opening where the object would appear.
The object box was made from a bigger cardboard box measuring 64.5 cm in length, 64.5 cm
in width, and 59 cm in height. It was deprived of two of its walls and abutted the observation box
at the side with the rectangular opening. The object box was placed so that one of its barren walls
faced the rectangular opening of the observation box while the other, adjacent barren wall faced the
left hand-side (the lamp side).
The two boxes were placed atop a long table 94.8 cm from the floor. A foam rectangular
panel, 59 cm in length, 46 cm in width, and 20 cm in height was horizontally positioned within the
object box, abutting the observation box. The foam was then covered with light-absorbent black
fabric cut to match its size, as were the inner walls of the object and observation boxes. The
corrugations were to be mounted atop the foam. A 29.5 x 44 cm size opening was cut into the rightside wall of the object box – 10cm below the top of the box, and 11.8 cm from the front of the box.
The corrugations were slid in and out of this opening during experimentation. A black drape made
out of the fabric used to cover the inner walls of the object box covered the opening while the
experiment was in session to avoid extraneous reflections. (The opposite wall was left open for light
to enter).
A laptop was placed inside the observation box, with its screen right below the bottom border
of the rectangular aperture. The screen had a rectangular border the same size as that through
which the object was seen through. Observers would draw what they saw within this border.
The corrugations were mounted one by one into the object box, fronto-parallel and 28.5 cm
away from the rectangular opening of the observation box.
Two naked tungsten lamps were placed - one directly behind the object at object height and
one 23.6 degrees to the top left of the object, slightly in front of the midline of the object box
[Figure 9]. A hole, matching the diameter of the lamp head was cut into the top of the object box in
order to insert the lamp head and allow the top light to seep through.
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Top View

(a)

Side View

(b)
Top View (* = degrees)

Figure 9. (a). Light setup. (b). Angles in the setup.

Side View (* = degrees)
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Lighting direction (“horizontal” or “top”) was randomized throughout the experiment and
each lamp was lit accordingly. For each presentation, there was only one light source illuminating
the object.
Conditions presented in the experiment were constructed from a combination of the type of
corrugation and lighting direction. Three variations in depth (semicircular, jagged, square) x two
lighting directions (horizontal and top) yielded 6 stimuli. Object type and lighting direction were
randomized via a Matlab program.
To successively provide richer and richer cues to the illuminant and to depth, the first three
experimental trials were done monocularly. Next, a white matte sphere, 33cm in circumference,
was introduced to serve as an indication of illuminance direction. It was placed in front of the
object, at center of the observation box’s rectangular aperture [Figure 10]. Observers completed the
fourth trial monocularly with the presence of the sphere and the last trial binocularly with the
presence of the sphere. The fifth trial allowed for the presence of both illuminant direction and
stereo cues besides shade.

Objects presented in Monocular View:
Horizontal light:

Top light:

Objects presented in Monocular and Binocular Views with Matte Sphere (Semicircular and Jagged):
Horizontal light:

Top Light:

Figure 10. Views of all objects in the monocular condition without the sphere and views of the semicircular
and jagged corrugations in the monocular and binocular conditions with white matte sphere.
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Observers
Six observers were tested. Three were female, and three were male with an age range of 21-26.
All are students at the SUNY College of Optometry. The observers were not informed about the
purposes of the experiment until after all the data had been collected.
All of the observers were compensated monetarily for their time.
All experiments presented in this paper were conducted in compliance with the protocol
approved by the institutional review board at the SUNY College of Optometry and the Declaration
of Helsinki.

Procedure
Observers were seated in front of the viewing aperture of the observation box, their dominant
eye held close against it, and their dominant hand on the mouse. They were asked to draw on the
computer screen placed just below their view of the object. The drawing area on the monitor was of
the same size as the rectangular aperture through which the object was seen and the dimensions of
the aperture and screen borders were accordingly aligned [Figure 9]. Observers also indicated the
direction of the light source and the orientation of the object for each stimulus presentation.
Instructions given to the observers were as follows:
“You are about to be shown a series of objects. You will be looking through the square
opening, keeping your [dominant] eye as close as possible against it. Through the
opening, you will see a monitor and a rectangular opening above it. The object occupies
the whole rectangular opening. The rectangular border on the monitor corresponds to
that of the object above. Pressing the left button of the mouse, draw the contour of the
horizontal center of the object as if seen from above. Make sure the sequence of your
drawing is vertically aligned with the object seen above, with the bottom being the front
of the object and the top the back of the object. Thus, please make sure to fill the entire
horizontal length of the box. Please draw as accurately and cleanly as you can, rightclicking on the mouse for erasure. If you wish to start over you may click the “reset”
button. Draw positions in depth relative to the midline displayed here; think of the
midline as passing through the center of the object as seen from above, but note that it
does not necessarily represent the slant of the object, which you will later indicate. If you
think that a part of the object’s surface recedes, you can draw it behind the midline, and
if you think that a part of the surface comes forward, you can draw it in front of the
midline. You are free to create your own relative depth scale; for instance: if you think
that one surface of the object comes forward to a greater degree than the surface next to
it, you can draw the apex of first contour at a greater distance from the midline than the
apex of the next contour and judge how much of a distance the object represents yourself.
At the bottom of the monitor, just below the rectangular border, you will find a smaller
box with a center dot where you can indicate the orientation of the object as you perceive
it. The center dot represents the midpoint of the object. Click on a position in space
where you believe the object to be angled (again, as seen from above). For example, if
you believe the object is straight you can click on a point in the horizontal plane and a
horizontal line will show up; if you believe the object is angled at an arbitrary 150
degrees, click on a point in that plane and a line at that angle will appear. You may click
at any plane.
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At the very bottom of the monitor you will find two extra boxes to represent the horizontal
and vertical planes of the space that the object occupies, respectively. The square on the
left represents the horizontal plane of the object: bottom represents front, top represents
back, and the sides represent left and right. The point in the middle indicates the object
itself as if seen from above. Please choose a point within the square to indicate where
you perceive the light is coming from.
The rectangle on the right represents the vertical plane of the object, with the point in the
middle representing the midline of the object. Please choose a point within the square to
indicate where you perceive the light is coming from.
There is only one light. If, for example, you believe that the light is coming straight from
below and at the plane of the object, you can click in the middle of the horizontal plane
and at the very bottom middle of the vertical plane. If you believe the light is coming from
the right, at the level of the object, you can click anywhere on the right side of the square
(however far you believe the light to be from the object) and click in the middle on the
vertical plane to represent that the light is at object height. If you believe that the light is
coming from the right and a little bit in front of the object you can click on a point on the
right side of the horizontal plane that is front of the midpoint. Click on a point in the
vertical plane to indicate the vertical level of the light.
More Examples:
If you believe the light is hitting the object “horizontally, from the right, and at the same
level of the object”, you may click on the right side of the square horizontal plane and at
the center of the vertical plane. If you believe the light is hitting the object “from the left,
and a little bit below the level of the object”, you may click on the left side of the square
horizontal plane and a little bit below the midpoint of the vertical plane. If you think that
the light if hitting the object “from the right, a little bit in front, and way below”, you can
click on a point in the right square plane, a little bit in front of the midline and a point in
the vertical plane way below the midpoint. If you believe that the light is coming from
above and a little bit behind the object, at center, you can click on a point behind the
midpoint of the horizontal plane and a point above on the vertical plane. If you believe
the light is coming “straight from above”, you can click on the midpoint of the horizontal
plane and the top of the vertical plane.
Or if you believe the light is coming “from below and a little to the left”, you can click on
the midpoint of the bottom border of the vertical plane and a little to the right of the
midpoint of the bottom border of the horizontal plane.
For the condition with the sphere: the same instructions were given, with the following
added: “the sphere is there to give you an idea of where the light is coming from and how
it is falling on the object.”
The experiment was conducted in the dark except for the light emerging from the test lamp.
No time limit was imposed upon the observers for each stimulus presentation. When they were
done drawing and indicating the light source and object direction, they would hit “next” on the
bottom right of the screen. The sound beep that followed would inform the experimenter to
change the stimulus. A Matlab program was used to tell the experimenter what stimulus to run; the
order of the stimuli was randomized.
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The experimenter was in the room for the duration of the procedure but did not talk to the
observers neither whilst the experiment was in session nor during any breaks taken by the
observers. The observers did not see the experimenter for the duration of the experiment.

Results
Raw results for all observers are shown in Figure 11. The black curves in the graphs represent
the observers’ “shape extraction” and reveal their actual drawings, while the red curves reveal what
an ideal drawing would look like for the actual object shape. The blue curves reveal the luminancematched shading profiles of the objects when illuminated with the horizontal and top lights. The
shading profiles were arrived at by using the luminance values averaged to the midlines of the
objects from photos taken with a Canon 5D Mk III camera. The linearity of luminance values
obtained from the camera was confirmed by comparison to luminance measurements taken across
the midline of the objects with a Spectrascan PR650.
Some observers made relatively small drawings, while some made larger ones. Seeing as we
decided not to focus on size differences and focus on shape derivation alone, all the curves were
normalized so that for each curve the minimum was set to 0 and the maximum to 1. Therefore,
when comparing the observers, inferences may only be based on shape and a relative (rather than
absolute) luminance scale.
Upon gross observation of the results, the observers’ drawings generally match the actual
object shape quite well no matter the condition. Observer 6 was closest to the actual shape in all
three conditions – the drawings coincided quite well with the red curves. Observer 3 was the
furthest from the actual shape and matched the shading profile more closely – particularly in the
monocular conditions. Despite the successful shape derivation, there are a few patterns of note:
On several occasions – most noticeably with the semicircular corrugation – the dips and
peaks of the drawings tend to coincide more with the relative position of the object’s shading
profile (the blue curve).
For observer 1, in the monocular condition without the sphere, when looking at the drawing
of the semicircular corrugation lit horizontally, the first dip matches that of the actual shape (the
red curve) while the second one coincides more with the shading profile (the blue curve). This
tendency can be seen with or without the sphere and in the binocular condition as well. The rest of
the observers showed the same exact trends. When the object was lit from the top, the trends
weren’t as consistent. Sometimes the same thing happened (Observers 1 and 2 monocularly with
the sphere, Observers 2 and 3 binocularly, Observer 4 in all conditions, observers 5 and 6 without
the sphere or binocularly), sometimes the dips would always match those of the shapes (Observer 1
without the sphere and binocularly), and sometimes the dips would always match the shading
profiles (Observer 2 without the sphere, Observer 3 monocularly with or without the sphere).
The peaks that were drawn also tend to match the shading profile in certain conditions.
When the object was lit horizontally, the peaks of the semicircular corrugation coincided with the
blue curve for all observers in all conditions except for the middle peak of Observers 5 and 6 in the
monocular condition with the sphere and Observer 5’s 1st two peaks in the binocular condition.
When the object was lit from the top, the peaks sometimes coincided with where the actual object
was (Observer 1 without the sphere and binocularly, Observers 2 and 5 monocularly with the
sphere, Observers 4 and 5 without the sphere, Observer 6 binocularly), but were sometimes
completely off the object profile (Observers 1 and 4 monocularly with the sphere, observer 2
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without the sphere, observer 3 in all conditions). At times the peaks were in between the object and
shading profiles or sometimes coinciding, sometimes not (Observers 2, 4, and 5 binocularly,
Observer 6 without the sphere and monocularly with the sphere, the latter representing the
strongest illusion).
It is difficult to pinpoint one particular condition that consistently led the observers to draw
their dips or peaks in one way or another, but it is evident that the observers’ mismatch occurs
more commonly with the semicircular corrugation than with either the triangular or rectangular
corrugations.
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Figure 11. Results of all observers for each condition and lighting direction. OBS represents observer
number, M stands for the monocular condition without the sphere, M+S stands for the monocular condition
with the sphere, and B+S stands for the binocular condition with the sphere. The black curves in the graphs
represent the observers’ “shape extraction” and reveal their actual drawings, while the red curves reveal
what an ideal drawing would look like for the actual object shape. The blue curves reveal the luminancematched shading profiles of the objects when illuminated with the horizontal and top lights.
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Looking at all the observers’ drawings of the triangular and rectangular corrugations- whether
they were lit horizontally or from the top, the dips and the peaks generally coincide very well with
the object profiles. There are a few exceptions:
If we look at the triangular corrugation:
For when the object was lit horizontally, Observer 1 drew his first peak slightly skewed to that of
the shading profile in the monocular condition without the sphere and binocularly. The same
thing happens with Observer 2 in the monocular condition without the sphere, for the first 2 peaks
of Observer 3 binocularly, and the 1st peak of Observer 6 binocularly. For Observer 4, the last 2
dips in the monocular condition without the sphere are slightly skewed as well, while in the
binocular condition all the peaks are skewed towards the shading profile. When the object was lit
from the top, in the binocular condition, Observer 1 drew his first peak and dip slightly skewed to
those of the shading profile as well. Observer 2 did a similar thing with the first dip in the
monocular condition without the sphere, Observer 4 with the 1st peak and second dip in the
monocular condition with the sphere, and Observer 6 with the last dip in the monocular condition
without the sphere.
Sometimes, just like for the semicircular condition, the peaks and the dips coincide or lie in
between the object and shading profiles: when the object was lit horizontally, Observer 1 did this in
the monocular condition with the sphere, Observer 5 in the monocular condition without the
sphere and the first dip binocularly, and Observer 6 in the conditions without the sphere and
binocularly. When the object was lit from the top, the tendency can be observed with the peaks and
dips of observer 1 in the monocular condition with the sphere, the peaks and dips of Observers 2,
4, and 5 binocularly, the dips of Observer 3 binocularly, and the last peak and dip of Observer 4 in
the monocular condition without the sphere.
Peculiarly, for the monocular condition without the sphere with the object lit from atop, Observer
5 mistook the object for a rectangular wave, drawing the peaks and dips as flattened edges rather
than sharp. Observer 1 displays a similar tendency with the object lit horizontally.
If we look at the rectangular corrugation:
When the object was lit horizontally, in the monocular condition without the sphere Observer 1
made an offshoot peak at the left of the middle crest of the rectangle that matches its shading
profile. A similar thing happened for the last crest in the monocular condition with the sphere.
This pattern is mimicked by Observer 2 for the first crest in the monocular condition without the
sphere and by Observer 3 in the monocular condition with the sphere, as well as with the last crest
of Observer 5 in the binocular condition. Observer 4 made an exaggerated dip in the first trough of
the monocular condition without the sphere that also matched the shading profile of the object (ie:
“dark is deep”). When the object was lit from the top, a similar trend can be observed with the first
dip of Observer 4 in the monocular condition without the sphere, and with the slight dip of the
middle crest on the left side for Observer 6 in the monocular condition with the sphere.
Moreover, here too, just like for the semicircular and triangular conditions, the peaks and the dips
sometimes lie in between the object and shading profiles: when the object was lit horizontally the
tendency is seen in the last trough of Observer 1 in the monocular condition with or without the
sphere, in the middle crest and last trough of Observer 2 in the monocular condition with or
without the sphere, with Observer 4 in the monocular condition with the sphere, in the middle
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crest and last trough of Observer 5 in the monocular condition with or without the sphere, and
with Observer 5 binocularly. Observer 2 drew a narrower trough at the beginning in comparison to
the object profile in the monocular condition without the sphere and binocularly. Observer 3 did
the same thing in the binocular condition. Observer 4 did this as well with the last trough in the
monocular condition without the sphere, as did Observers 5 and 6 with the first trough in the
monocular condition with or without the sphere (Observer 6 also did this with the last trough in
the monocular condition with the sphere and with both troughs in the binocular condition). When
the object was lit from the top the trend is observed with Observer 2 in the monocular condition
with and without the sphere and the last trough in the binocular condition, with Observer 5 in the
monocular condition with the sphere, and with observer 6 binocularly. Observer 1 drew a narrower
trough at the end in comparison to the object profile in the binocular condition. Observer 4 did
the same thing in the monocular condition with the sphere and binocularly, as did Observer 5 in
the monocular condition without the sphere. Both troughs of Observer 3 are narrow in the
binocular condition, as well as for observer 6 in all conditions.
Interestingly, for the monocular condition without the sphere, when the object was lit from atop,
Observer 2 interpreted the first rectangular trough as more of a gradation rather than a sharp edge
change. The same happened with the monocular condition with the sphere- except it happened in
both light conditions. Observer 4 also displayed this tendency for the second rectangular trough in
the monocular condition without the sphere, with the object lit from atop.
As with the rectangular corrugation, observers sometimes interpreted the dips and peaks of
the semi-circular corrugation as narrower than the object profile too. When the object was lit
horizontally, Observer 1 drew a narrower 1st trough in all conditions, Observer 2 drew a narrower
1st trough in the conditions with the sphere, Observer 3 drew both troughs as narrower in the
binocular condition, Observer 4 drew the 1st trough as narrower in all conditions and the last
trough as narrower in the binocular condition, Observer 5 drew the first trough as narrower in the
monocular condition with the sphere and the second trough as narrower in both monocular
conditions, and Observer 6 drew the second trough as narrower in the monocular condition with
the sphere. As for the peaks, observer 1 drew a narrower middle crest in the monocular conditions,
Observers 2 and 6 did the same in all conditions, and Observers 3, 4, and 5 did the same in the
monocular condition without the sphere and binocularly. When the object was lit from atop,
Observer 1 drew the first trough as narrower in all conditions and the last trough as narrower in
the binocular condition, Observer 2 drew a narrower 1st trough in all conditions, Observer 3 drew a
narrower 1st trough in the conditions with the sphere, Observer 4 drew a narrower 1st trough in the
monocular condition with the sphere, Observer 5 did the same in the monocular condition
without the sphere and binocularly, and Observer 6 did the same binocularly. As for the peaks,
Observer 1 drew a narrower middle crest in the monocular condition without the sphere,
Observers 2 and 5 did the same in all conditions, Observer 4 did the same in the binocular
condition (although the width of the peak matched the shading profile), and Observer 6 did the
same in the monocular condition without the sphere and binocularly.
It would be interesting to consider whether the drawn peaks and dips of the semicircular
corrugation were of the same width as the shading profiles of the objects when matched more
closely to those. Some observers did indeed mimic the width of the shading profile: when the
object was lit horizontally, Observer 1 matched the width of the middle crest in the monocular
condition without the sphere, Observer 3 matched the width of the first trough and crest in the
monocular condition without the sphere, and Observer 6 matched the width of Observer 1
matched the width of the last crest in the monocular condition without the sphere, Observers 2
and 3 matched the width of the middle crests (although displaced) in the monocular condition
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without the sphere and binocularly, Observer 3 matched the width of the first 2 troughs in the
monocular condition without the sphere and matched the second trough in the monocular
condition with the sphere, and Observer 4 matched the width of the middle crest in the monocular
condition with the sphere.
Some did not match the widths of the shading profiles when more closely drawn to them and
instead drew narrower curves: when the object was lit horizontally, Observer 3 did this with the last
trough in the monocular condition without the sphere and with the first trough in the monocular
condition with the sphere. When the object was lit from atop, Observer 1 did this with the last
trough in the monocular condition with the sphere, Observer 3 did this with the 1st trough in the
monocular condition with the sphere, Observer 4 drew a slightly narrower 1st trough and crest in
the monocular condition without the sphere, and a narrower last trough in the monocular and
binocular conditions with the sphere.

Figure 12. Object orientation estimation and light direction judgment. Angles are based on Figure 9b; for the
azimuth, the negative angles displayed in Figure 9b are represented positively between 180 and 360
degrees in these graphs.
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Horizontal vs. Top Light
Figure 12 shows plots for observers’ object slant estimation (orientation) and judgment of
light direction (azimuth and elevation). Results for the judgments made when the light was
horizontally placed are plotted against the results for judgments made when the light was placed
from atop. The further the points veer from the center coordinate, the further the observer is from
judging the correct position.
The blue circles represent the results for the semi-circular corrugation, the pink triangles
represent the results for the triangular corrugation, and the yellow squares represent the results for
the rectangular corrugation.
Referring to the diagrams shown in Figure 9b, the frontoparallel orientation is marked as 0
degrees while the slanted orientation is marked as 34 degrees. The azimuth of the horizontal light is
180 degrees, while the azimuth of the top light is 122 degrees. The elevation of the horizontal light
is 0 degrees while that of the top light is 45 degrees.
When looking at angle estimations for object orientation, observers are closest to the zero
degree mark when the light is horizontal, with a slightly wider area of data for the top light. A
similar pattern is seen for judgments of light azimuth, except that in the monocular condition
without the sphere, observers seemed to have more difficulty judging the azimuth for the semicircular corrugation in the horizontal light condition. As for light elevation, observers seemed to
have equal difficulty judging it with both light conditions.

Sphere vs. No Sphere
Introduction of the sphere into the experiment did not make a substantial difference in
judgment of object orientation, but it did make a big difference in judgment of light direction. In
Figure 12, the data points are much closer to the center coordinates in the monocular and
binocular conditions with the sphere. The sphere makes the biggest difference for the horizontal
light condition – clarifying the azimuth most strongly for the semi-circular corrugation and the
elevation most strongly for both the semi-circular and rectangular corrugations.

Monocular vs. Binocular
Most observers, when comparing their drawings in the monocular conditions to those in the
binocular condition had improvements in the shapes of their drawings when viewing the objects
binocularly. Take for example Observer 2: monocularly, while the black curves in Figure 11
approximated the red curves, the drawings were much closer to the actual shape binocularly.
Observers 3 and 4 are also excellent examples.
Observer 3 seemed to interpret the dips and peaks more literally in his drawings, but it is
important to note that most of the observers still did extremely well in deciphering the shapes
monocularly – with or without knowledge of light direction. When looking at the orientation
graphs in Figure 12, we see that binocularity brings the data points closer to the zero degree mark
for both the horizontal and top light conditions, the top light still having a slightly wider area of
data.
Seeing as the spacing between the data for judgment of light azimuth and elevation does not
change between the monocular condition with the sphere and the binocular condition with the
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sphere, it is evident that the difference seen between the data for the monocular condition without
the sphere and the data for the other conditions is accounted for solely by the sphere. In other
words, disparity cues did not affect light judgment.

Dynamic Time Warping
In order to confirm just how close the observers’ drawings were to the actual object shapes in
each of the three conditions, we employed a method called dynamic time warping. Dynamic time
warping (DTW) describes a group of procedures used to compare series of values with each other.
Given two signals, DTW warps (i.e. stretches or compresses) one of the signals locally to make it
resemble the other. The distance between the two signals is computed after the warping by
summing the distances of the individually aligned signals. (See Appendix A to see the algorithm
used). The bigger the distance, the more dissimilar the two signals are.
Observers were run on three monocular trials without the sphere – the first being a test trial,
the second being a real trial, and the third a repetition trial. To see how repeatable observers’
results were, we assessed the similarities of the drawings between the second and third trials. The
repetitions were analyzed separately for each observer and object [Figure 13].
It seems that overall, observers performed similarly in both trials – the median lines for all
corrugations lie at a low distance value. Observers seemed to have the most variability with the
semicircular corrugation when it was horizontally lit – the range of the whiskers extends to all
distances. It also seems that the triangular corrugation was easiest to repeat as it had the smallest
range of variability among the trials. When looking separately at the observers, Observer 1 seemed
to have had the most trouble with variability – the range of the whiskers extends a larger distance
for the drawings made for each trial.

(a)

(b)
th

th

Figure 13. On each boxplot, the red mark is the median, the edges of the box are the 25 and 75
percentiles, the whiskers extend to the most extreme data points, and the outliers are plotted individually.
Outliers lie beyond +/-2.7 std.
(a). D(DTW) collapsed over observers separately for each object.
(b). D(DTW) collapsed over objects separately for each observer.
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Figure 14 plots the dissimilarities between the drawings and the shape and shading profiles of
each condition. The circles represent the semicircular corrugation, the triangles represent the
triangular corrugation, and the squares represent the rectangular corrugation. The red data points
signify the warped distance between the drawings and the true shape profiles (ie: how
dissimilar/similar they are), the blue data points represent the warped distance between the
drawings and the shading profiles of the objects, and the gray data points represent the warped
distance between the shading profiles of the objects and the their actual shape (ie: how much of the
shape is in the shading profile).

Figure 14. Dissimilarities between drawings and shape and shading profiles. Distances were computed
separately for each observer and object. They were then averaged among all observers. The error bars
cover 1 standard deviation from the mean.

The red symbols in Figure 14 seem to almost always have the lowest distance value, indicating
that the drawings were most of the time closer to the true shapes than to the shading profiles.
Moreover, the relative distance values of the red symbols between the monocular condition without
the sphere and the monocular condition with the sphere are not substantially different on the
graphs, confirming the inference that light cues do not help in procuring the shape. The red
symbols are the lowest in the binocular condition, indicating that stereo cues helped match the
drawings closer to the shapes.
One exception is the semicircular object in Figure 14: The red circles have higher values than
the other red symbols (even in the binocular condition). This might indicate that the circular shape
is more difficult to draw than the triangular or rectangular shapes.
Another phenomenon to note is the inversion of D(Shade vs. Shape) and D(Drawing vs.
Shade) for the triangular corrugation when the light direction changes. When the light is
horizontal, D(Shade vs. Shape) and D(Drawing vs. Shade) have the highest values. Yet when the
object is lit from atop, they have the lowest values. However, the D(Drawing vs. Shape) does not
seem to be affected by the change. This means that even when the shading profile of the triangular
corrugation is very different from its true shape profile by virtue of the way it is illuminated,
observers are able to discount the change with their drawings more closely matching the shape
rather its shading profile.
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Figure 15. D(Drawing,Shape) vs. D(Drawing,Shade) for all 3 conditions. Each data point represents a single
observer and what he/she drew for both the horizontal and top light conditions. Therefore, each corrugation
is represented by 12 data points. The gray line is the identity line.

Figure 15 compares the differences between the drawings from the objects’ shape profiles to
the differences between the drawings and the objects’ shading profiles for each condition.
D(Drawing, Shape) represents the warped distance between the observers’ drawings and the true
shape profiles for all corrugations while D(Drawing, Shade) represents the warped distance between
the observers’ drawings and the true shading profiles for all corrugations. As in Figure 12, the blue
circles represent the semi-circular corrugation, the pink triangles represent the triangular
corrugation, and the yellow squares represent the rectangular corrugation.
Most of the data points in Figure 15 lie below the identity line. This indicates that
D(Drawing,Shade) was in general larger than D(Drawing,Shape) – ie: the drawings were more
similar to the true shapes of the corrugations – mostly so for the triangular corrugation it seems.
Binocularity improves that effect.
Figure 16 compares the dissimilarities between the drawing and shape or shading profiles of
the objects within conditions to assess the benefit of illumination and disparity cues.
Looking at the graphs in Figure 16, the data points are closer to the identity line for
D(Drawing,Shape) than D(Drawing,Shade) when comparing the monocular conditions. Moreover,
the amount of data points above and below the identity line are similar- further indicating that
introduction of the sphere did not make a big difference in the way the observers drew the
corrugation profiles. When comparing monocular and binocular conditions, distance values for the
monocular condition for D(Drawing,Shape) tend to be larger than the values for the binocular
condition. Distance values in the binocular condition for D(Drawing,Shade) are larger than in the
monocular condition, indicating that during the binocular condition, the drawings were further
from the objects’ shading profiles. This would make sense considering that the previous graph
shows the drawings to be closer to the true shape profile during the binocular condition.
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Figure 16. Comparing the use of illumination and disparity cues for D(Drawing,Shape) and
D(Drawing,Shade).

Discussion
Previous computer models made to interpret shape from shading have tried to estimate
irradiance, radiance, and reflectance parameters based on sets of geometrically and photometrically
calibrated photographs of objects taken under calibrated lighting conditions (Yu et al., 1999).
However, the models fail in mimicking the flexibility and variability of human interpretation,
which can be wielded in any way depending on what one allows his/her perception to be
influenced by. As our experiment shows: unlike algorithms, humans are not rigid in their
interpretations – each observer does not perform the same perceptual computation when
confronted with the same stimulus. For example, many of the observers in this experiment were
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able to discount the heuristic of “dark is deep” in order to draw the proper match for the object
profiles; however, some were still inclined to follow it at certain points in their drawings.
The plots that display the observers’ judgment of light direction [Figure 12] show that without
the sphere to indicate the direction of illumination, observers had trouble pinpointing a light
direction. This suggests that during the monocular condition without the sphere, a majority of
observers whose drawings matched the red curves in the shape extraction were able to figure out
the contour of the shape - whether or not they had any direct cues to light direction.
It is easy to infer that the matte sphere was helping the observers make judgments in light
direction since introduction of binocularity did not make a difference in the distribution of their
choices for light azimuth and elevation. When the matte sphere was introduced in the monocular
condition, observers were a lot more accurate in deciphering where the light was coming fromespecially for the horizontal light condition with the semicircular and rectangular corrugations.
Nevertheless, this new piece of information did not make a significant difference in their drawings
when compared to the ones done without the light cue from the sphere [Figure 14].
Figure 12 reveals that observers could tell where the azimuth of the top light was pretty
adequately even without the aid of the sphere, most of them aiming slightly beyond 122 degrees.
Mamassian and Goutcher (2001) conducted a series of experiments which showed that people
generally assume light to come not only from above, but slightly to the left – about 26 degrees from
90 (see Figure 9b). This applied whether their observers were left-handed or right-handed. Yet, even
in the horizontal light condition, without the sphere in place to indicate light direction, observers
did not tend towards clicking on an azimuth close to 116 degrees. Most data points revolved
around the 180 degree mark, with some scattering in between 50 and 300 degrees. One of our
observers – Observer 5- happens to be left-handed. When offered to use the mouse with her left
hand, she said that she habitually uses her right hand when using a mouse and she performed the
entirety of the experiment using her right hand. When looking at her data points for estimated
light azimuth, with the horizontal light, she too revolved her data points around the 180 degree
mark, with the exception of judging the light to be at 118 degrees for the semicircular corrugation
in the monocular condition without the sphere. Her indications for light elevation were also quite
low in the horizontal light condition [Figure 17].
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Figure 17. Data Points representing Observer 5’s estimation of (a) light azimuth and (b) elevation.
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It has generally been assumed that observers use a light-from-above prior (also known as
“global illumination”) in the absence of any cues to light direction (Adams et al., 2004). However,
in the horizontal light condition, without the sphere in place, many observers tended towards
choosing a light elevation that was slightly below 0 degrees. This finding could be explained by a
study that showed observers to reject the tendency of assuming global illumination when higherlevel a priori knowledge does not agree with the lower-level assumption (Kleffner et al., 1992). If
the observers were indeed using surface isophotes to create a local low-level understanding of the
object, perhaps their judgment of the isophotes led them to make not only depth conclusions, but
inferences with regard to light direction as well.
Once the horizontal light direction was revealed with the sphere, observers had an easier time
perceiving the orientation of the object [Figure 12]. Disparity cues further confirmed the view.
Peculiarly, when the object was lit from atop, observers had greater trouble deciphering the correct
orientation without the sphere; knowing where the light source was coming from did not help
either. This finding might be explained by the fact that the horizontal light allowed for a greater
amount of shadows to enhance depth cues. It might also reflect Sun and Schofield’s (2012)
conclusion that areas of highest illumination are oriented most directly to the light source – thus, if
basing their inferences on isophotes, observers might have interpreted the object’s orientation to
point to their judgment of light direction.
With regard to the aforementioned mismatch of peaks and dips in the observers’ drawing –
seeing as these tendencies were not particular to any specific conditions, something else is
contributing to the error (besides lack of luminance information, disparity, or other depth cues).
The tendency seems to affect the semi-circular corrugation the most. The phenomenon may be
explained by the edge theory. Recall from the introduction that a sharp contrasted edge is usually
indicative of a sharp change in contour. One could say that the semicircular corrugation was
affected the most due to lack of concrete edges in its shape that would lead one to differentiate flat
surfaces from changing ones. Looking at Figure 10, the changes in illumination for the frontal
semicircular corrugation were not stark enough for observers to attribute the body shadow to a
radical form change (Observer 3 being an exception); rather observers attributed the shadows to
gradual form changes (curves). The difference between the circular corrugation and the others is the
subtle gradation of illumination changes. Observers seemed to vary in their “perceived luminance
to edge” derivation thresholds when choosing the angle of the dip or peak– leading some to draw
narrower curves than those of the true object profile, and some to draw curves that matched.
Observers were not consistent within their own thresholds either, sometimes drawing narrower
curves and sometimes not – within the same or among other drawings. The slight mismatches for
the triangular and rectangular corrugations could be explained by errors in drawing when mouse
clicking.
A peculiar observation is Observer 5 mistaking the triangular corrugation for a rectangular
one in the monocular condition without the sphere with the object lit from atop. Observer 5’s
“perceived luminance to edge” derivation threshold was low enough to treat the first luminance
change in the triangular object’s dip as a steep change in depth rather than a shallow one. Observer
1 did something similar for the triangular corrugation lit horizontally, except the steep change
followed one that was first gradual.
Even when some of the curves in the observers’ drawings of the semicircular corrugation were
more closely matched to the object’s shading profile, they too were sometimes narrower –
suggesting that these mysterious derivation thresholds are not particular to “perceived luminance to
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edge” derivation but also to “illuminance to perceived luminance” derivation. One could attribute
the tendency to draw narrower instead of wider curves to anticipation –- it is in our observation
that when someone circles something, the end of the curve nearly always intersects the beginning of
the curve, yielding a narrower rather than wider circle. Perhaps observers are displaying that
anticipation with clicks of the mouse.
It appears that the contents of the “black box” that translates shadows into shape are not
based off of light source direction; nor are disparity cues necessitated. The findings confirm
Mingola and Todd’s (1986) conclusion that the relationship between an object’s shape and way the
light hits it are not inter-dependent in poorly articulated scenes due to our resorting to priors.
However, the priors that observers seem to resort to do not consistently point to global
illumination or “dark is deep”. Observers might rely on priors of shape that relate to the low level
information they are receiving rather than on higher-level assumptions of light behavior. We
mentioned earlier that observers might be incorporating a “local junction analysis” in their
extraction by using isophotes and then applying them to different possibilities of 3D configurations
(Sinha and Adelson, 1993). Seeing as we exposed them to stimuli, which while complex, are
patterns encountered in everyday life, observers should have no trouble using this two-part global
analysis strategy. It thus appears that observers rely less on “top-down” information when shade is
the only cue they have to rely upon. Ironically, this leads them to come up with a veridical
perception rather than an illusory one.

Further Experimentation
Our utilization of dynamic time warping has allowed us to compare the similarity between
drawing, object, and shading profiles by comparing warped distance values. We cannot, however,
say how these distance values translate into perceptual differences. We can only look at them
relatively. We chose DTW over other metrics, e.g. cross-correlation, because we think it is closer to
the perceptual distances as we perceive them. This remains a subjective choice. Experiments could
be done to test the hypothesis: a virtual shape could be created to differ from an original one by a
certain amount computed via use of DTW while another virtual shape could be created to differ
from the original one by a certain amount computed via another metric such as cross-correlation;
observers could then be asked which of the two virtual shapes are more similar to the original one.
This could be repeated for many shapes and distances and the most optimal form of analysis could
be confirmed.
Another useful addition to the experiment would be to quantify observers’ depth estimations
when making their drawings. Seeing as observers were free to base their depth judgments off their
own concocted scale, we could not compare the amplitudes of the drawing profiles to those of the
shape and shading profiles. We mentioned that one of the reasons observers might have had
greater trouble deciphering object orientation with the top light condition as compared to the
horizontal light condition is because the horizontal light may have allowed for a greater amount of
shadows to enhance depth cues. If this experiment were to be repeated with a scaled set of
coordinates on the drawing monitor to compare observers’ judgments to the depth of the shape,
more light could be shed on the theory.
Adelson et al. (1996) wrote that “models for shape-from-shading typically assume that the
world is of a constant reflectance and the 3D shape is what is responsible for all the luminance
variation observed”. If one were to introduce a corrugation with a grating sheet that gradually
shifted in gray color level, might the observer be even more deluded? On the other hand, if one
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were to experiment with gratings of varying sets of reflectance patterns, such as a gradual blend or
sharp transition between different hues, might that better allow observers to retrieve the object’s
proper shape? Experiments done by Kleffner et al. (1992) claim that observers cannot make use of
edges defined by color differences at all. They offer an explanation that leans on an evolutionary
theory of our nocturnal ancestral primates who merely needed luminance contrast in order to be
able to perceive depth. Experimenting with gratings of various reflectance patterns would test their
claim. Nonetheless, before attempting a multitude of chrome levels, one might try and see if solid
colors on their own would work to disambiguate the percept illusions.
Gray is the same color as a shadow induced on a white surface. One could introduce a
chrome on a hue scale that veers from the shadow colors induced by light and perhaps an even
greater constancy in peoples’ perception of reflectance may be achieved. While worth testing, the
theory is ambiguous: the human brain’s color perception (Bloj et al., 1999) is strongly influenced by
3-Dimensional shape perception in that it takes into account the shape and later compensates for
the phyesics of the light rays bounding off the shape. Therefore, color cues might be calculated at a
later stage of shape derivation.
Kleffner et al. (1992) spoke of motion detector cells present in the early stages of visual
processing of monkeys that respond to flashing spots as apparent motion. Movement, according to
some experiments they have conducted, might be indirectly judged from 3-Dimensional images. If
so, they say it may be interesting to examine if those cells would still respond to shape perceived
from shading; it may be particularly interesting to see how the cells would respond in the
conditions of this experiment. Perhaps this would allow the scientist a neurological map of the
observers’ silent perceptions? It may also be beneficial to introduce motion parallax (another
monocular depth cue) and see if it helps viewers (whilst still keeping the contours of the objects
hidden), or if viewers will rely on this cue over shading. The laboratory in which the experiments of
this paper were conducted in has a stereo-camera that movies can be taken with. Results from
experiments implementing those movie applications may be compared with results from
experiments implementing regular 2D movies taken with a regular high-definition camera.
One of the shading cues not tested in this experiment is asperity scattering – or volume
perception induced by shadows formed by the texture of an object. Texture cues provide one with a
plethora of information because a person expects certain things in the world to be a certain way,
which will allow him to construct an understanding of an image that’s already familiar to his or her
mind. If one knows a material to reflect things in a certain pattern he or she will pertain everything
that reflects things in the same manner as part of the material. Water is one good example. In a
landscape painting, every viewer will understand which part of the scene pertains to the water and
which to the earth, based on the surface reflections. Patterns of shade work the same way. We
performed a set of preliminary experiments that explored the corrugations coated with a variety of
patterns, striped and dotted; our observations lead us to believe that the specific orientation and
uniformity of certain textures provide information that allows for more accurate depth perception.

Appendix A
DTW Computation
The following algorithm implements two sequences s and t as strings of discrete symbols n and m.
D(n,m) is the warped distance between the two symbols, such that D(n,m) = n – m in absolute
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value form.

int DTWDistance(s: array [1..n], t: array [1..m]) {
DTW := array [0..n, 0..m]
for i := 1 to n
DTW[i, 0] := infinity
for i := 1 to m
DTW[0, i] := infinity
DTW[0, 0] := 0
for i := 1 to n
for j := 1 to m
cost:= d(s[i], t[j])
DTW[i, j] := cost + minimum(DTW[i-1, j ],
// insertion
DTW[i , j-1],
// deletion
DTW[i-1, j-1])
// match
return DTW[n, m]
}

References
Adams, Wendy et al. (2004). Experience can change the ‘light-from-above’ prior. Nature
Neuroscience, Nature Publishing Group. Vol 7, no. 10, 1057-1058.
Adelson, E. H. (2000). “Lightness Perception and Lightness Illusions”,In: “The New Cognitive
Neurosciences”, Ed. M. Gazzaniga, 2nd Ed., Cambridge, Massachusetts, The MIT Press.
339-351.
Adelson, E.H., & Pentland, A.P (1996). Perception as Baysian Inference: The Perception of shading
and reflectance. New York: Cambridge University Press. 409-423.
Barron, J.T., and Malik, J. (2012). Shape, Albedo, and Illumination from a Single Image of an
Unknown Object. IEEE conference on computer vision and pattern recognition,
Providence, Rhode Island, June 16-21, 334-341.
Blicher, AP. (1984). A Survey of Edge Detection: Introduction. In: Edge Detection
and Geometric Methods in Computer Vision. University Microfilms International,
Michigan; 9-21.
Bloj M. G., Kersten D., Hurlbert A. C. (1999). Perception of three-dimensional shape influences
colour perception through mutual illumination. Nature, 402, 877–879.

36

Doerschner, K., Fleming, RW, et. al. (2011). “Visual motion and the perception of surface
material.” Current Biology (Vol 21).
Duarte, Alex (2008). Peacock Feathers closeup:
https://commons.wikimedia.org/wiki/File:Peacock_feathers_closeup.jpg
Erens, R. G. F., Kappers, A. M. L., Koenderink, J. J. (1993). “Estimating local shape from shading
in the presence of global shading”, Perception & Psychophysics 54, 334ñ342, 1993b.
Erens RGF, Kappers AML, Koenderink JJ (1993). Perception of local shape from
shading. Percept Psychophys 54: 145-156.
Fleming, RW and Torralba, A. “Specular reflections and the perceptions of shape.” Journal of
Vision, 2004.
Gegenfurtner, Karl R. (1999). “Reflections on colour constancy”. News and Views.
MacMillan Magazines, Ltd.
Gillam B., Borsting E. (1988). “The role of monocular regions in stereoscopic displays.” Perception
17(5): 603-608.
Hoiem, D., Efros, A.A, and M. Hebert. (2007). Recovering surface layout from an
image. IJCV.
Horn, Berthold K.P. (1970). Shape from Shading: A Method for Obtaining the Shape
of a Smooth Opaque Object from One View. MIT Artificial Intelligence Laboratory.
7-18.
Kleffner, Dorothy A., & Ramachandran, V.S. (1992). On the perception of shape from shading.
Perception & Psychophysics (52:1), 18-36. University of California, San Diego, Le Jolla,
California.
Kingdom, Frederick A.A. (2008). Perceiving light versus material. Vision Research 48, 2090–2105
Koenderink J.J. and van Doorn, A.J. (2012). “Awareness of the light field: the case of deformation.”
i-Perception (London), Vol. 3, pp 467-480.
Koenderink J.J. and van Doorn, A.J. (2011). “Light fields and shape from shading.” Journal of
vision.
Koenderink, Jan J. and Andrea J. van Doorn (2004). Shape and Shading. Utrecht
University and Delft Technical University. Vis Neurosci.2: 1090-1105.
Kruger, Phillip. On Photomteric Effects. Integrated Optics Lecture. SUNY College of
Optometry. March 2013.
Kunsberg, B. & Zucker, SW. (2012). “The di erential geometry of shape from shading: Biology
reveals curvature surface.” Computer vision and pattern.

37
Kunsberg, B. & Zucker, SW. (2013). “Characterizing ambiguity in light source invariant shape from
shading.” arXiv: 1306.5480.2013.
Land, E. H., & McCann, J. J. (1971). Lightness and retinex theory. Journal of the Optical Society
of America, 61, 1–11.
Langer MS, Bulthoff HH (2000). Depth discrimination for shading under diffuse
lighting. Pereption 29 (6): 649-660.
Li, A., & Zaidi, Q. (2004). Three-dimensional shape from non-homogenous textures: Carved and
stretched surfaces. Journal of Vision, (4), 860-878.
Li, Y., Sawada, T., Shi, Y. et al (2013). Symmetry is the sine qua non of Shape. Shape Perception in
Human and Computer Vision: An Interdisciplinary Perspective. Springer-Verlag London,
21-40.
Liu B, Todd JT (1986). Perception of solid shape from shading. Biol Cybern 53: 37-151.
Mamassian, Pascal and Ross Goutcher (2001). Prior knowledge on the illumination position.
Cognition 81, B1-B9.
Mingolla E., Todd JT (1986). Perception of solid shape from shading. Biol Cybern 53: 137-151.
Morgenstern Y, Murray RF, Harris LR (2011). The human visual system’s assumption that light
comes from above is weak. Proc Natl Acad Sci USA 108 (30): 12551-12553.
Murray, Richard F. (2013). The Statistics of Shape, Reflectance, and Lighting in
Real-World Scenes. Shape Perception in Human and Computer Vision: An
Interdisciplinary Perspective. Springer-Verlag London, 225-235.
Olkkonenm M. and Brainard, DH. (2011). “Joint effects of illumination geometry and object shape
in the perception of surface reflectance.” i-Perception.
O’Shea RP., Blackburn SG., Ono H. (1994). “Contrast as a depth cue.” Vision Research 34 (12):
1595-1604.
Pont, SC. (2009). “Ecological optics of natural materials and light fields.” Human Vision and
Electronic Imaging XIV. Vol. 7240.
Ramachandran, Vilayanur S. (1988). Perceiving Shape from Shading. Scientific American, (256:8).
Robilotto, R. and Zaidi, Q. (2006). Lightness identification of patterned three-dimensional, real
objects. J Vis 6 (1): 18-36.
Rittenhouse, D. (1786). Explanation of an optical deception. Trans Am Philos Soc 2: 37-42.
Saxena, A, Sun, M., and A. Ng. (2008). Make3d: learning 3d scene structure from a single still
image. TPAMI.

38
Schofield, AJ, Rock PB, Georgeson MA (2011) Sun and sky: does human vision assume a mixture
of point and diffuse illumination when interpreting shape- from-shading? Vis Res 51: 23172330.
Schofield, AJ., Sun, P., & Mazzilli, Giacomo (2013). Observations on Shape- from-Shading in
Humans. Shape Perception in Human and Computer Vision: An Interdisciplinary
Perspective. Springer-Verlag London, 119-132.
Schlosberg, Harold (1941). Stereoscopic Depth from Single Pictures. The American Journal of
Psychology 54 (4): 601-605.
Shapiro, Linda G., and Stockman, George V. (2000). Perceiving 3D from 2D Images. Computer
Vision. Chapter 12. 405-444.
Singh, Manish & Hoffman, Donald D. (2012). Natural Selection and Shape Perception. Shape
Perception in Human and Computer Vision: An Interdisciplinary Perspective. SpringerVerlag London, 171-186.
Sinha, Pawan & Adelson, Edward. (1993). “Recovering Reflectance and Illumination in a World of
Painted Polyhedra.” Computer Vision 10.1109/ICCV. 1993.378224. 156-163.
Snowden, Robert et al. (2006). Basic Vision: an introduction to visual perception. The Third
Dimension. Oxford University Press, 196-227.
Sun, Jennifer Y. (1996). Three-Dimensional Shape from Shading: Perception and Mechanisms.
California Institute of Technology.
Sun P, Schofield AJ (2012). Two operational modes in the perception of shape from shading
revealed by the effects of edge information in slant settings. J Vis 12 (1): 12.
Sylvia C. Pont. (2009). “Ecological optics of natural materials and light fields.” Human Vision and
Electronic Imaging XIV. Vol. 7240.
Wheatstone, Charles. (1838). Contributions to the Physiology of Vision -- Part the First. On some
remarkable and hitherto unobserved, Phenomena of Binocular Vision. King’s College,
London.
Wijntjes, Maarten, Szaniawski, Maciej, & Pont, Sylvia (2014). The experimental bas-relief
ambiguity. Perceptual Intelligence lab, Industrial Design Engineering: Delft University of
Technology.
Yu, Y., Debevec, P., Malik, J., Hawkings, T. (1999). Inverse Global Illumination: Recovering
Reflectance Models of Real Scenes from Photographs. Proceedings: SIGGRAPH, Los
Angeles, CA, USA, 215-224.
Zaidi, Q, Li, A, Wong, C, Cohen, E, and Meng, X. (2013). Hardwired and plastic mechanisms in
3-D shape perception, in Shape Perception in Human and Computer Vision: An
interdisciplinary Perspective, edited by Dickinson and Pizlo, Springer.

